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Even in an industry where rapid change is the norm, the speed at which Network Functions Virtualisation (NFV)
is being embraced by network operators is stunning.  At Mobile World Congress 2014, several global operators
made announcements about their plans to trial NFV technology in their networks.  These announcements come
less than two years after the technology was first proposed by the European Telecommunications Standards
Institute (ETSI) in Oct. 2012. Sandra Rivera explores the rise and rise of NFV.
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turning point in NFV market progress
with several key announcements of
proofs of concept (POC) or trials from
network operators around the world.
Some of the projects include:

AT&T: The carrier’s Domain 2.0
programme is virtualising its network
to offer customers more control over
their network services.  The carrier’s
new network will enable “User-
Defined Network Cloud” services in
which its customers can turn services
on and off remotely whenever they
want.  The new architecture will
provide dramatic reduction in the time
to market for new products and
services, but the company also
predicted that Domain 2.0 would drive
down its capital spending over the
course of the next five years. 

China Mobile: China Mobile
announced a 100-base station “cloud
RAN” project to virtualise the radio
access network (RAN) capabilities of
its base stations.  Each cellular base
station has a high-powered, purpose-
built baseband processor for
converting analogue radio frequency
data traffic into digital IP packets for
switching onto the Internet. With
cloud RAN, all of that processing
would move from the base station to
COTS servers in a data centre. China
Mobile hopes the project will give it
greater freedom to shift RAN resources
to where the demand for data is in the
network, for example, to a sports
stadium or busy highways during
peak times. In addition, the economics
are significantly in favour of this

W
hy is NFV taking off
so quickly?
Operators see the
technology helping
to make their

networks more agile, which in turn
means faster deployments and new
services.   Some carriers are using the
technology to turn control of service
levels and features over to consumers
and business users, which makes the
carrier dramatically more competitive.
However it is used, NFV provides a
platform for rapid service deployment
and monetisation that directly
addresses growth models and revenue
streams.

In addition, service providers have
seen virtualisation overhaul the
economics of data centre networks and
are seeking that cost-saving effect for
their businesses. In Europe, 2014
marked the fifth straight year of
revenue declines for European telecom
operators, forcing them into constant
cost-cutting mode. (U.S. operators fared
just a bit better, showing a 2%
compound average growth rate in
those five years.) When carrier
executives were surveyed, the top three
areas that they saw for continued cost
cutting were maintenance, software
and hardware [1].

NFV gives these network operators
the ability to cut operational and
capital expenses dramatically by
migrating specialised network
functionality, which generally comes
on a dedicated, purpose-built platform,
over to a commercial off the shelf
(COTS) virtualised server.  In this way,
operators are able to leverage high-

volume server economics, in addition
to enabling many applications to share
the processing power of a standard
server available from many suppliers in
the market, thus reducing costs
dramatically. 

This possibility of new services and
resetting the cost basis for their
networks has given rise to a strategic
inflection point in the industry, which
has changed the way service providers
are interacting, leading to more
collaboration and active participation on
industry standards. For example, the
original NFV specification, published in
October 2012, was a cooperative work
between 12 operators worldwide [2].
When a second white paper came out a
year later, the number of signatories had
grown to more than 25 operators [3].

NFV IN NETWORKS TODAY
One of the NFV pioneers, Don Clarke
former BT guru, has said [4] his early
work piloting an NFV approach was
able to demonstrate a reduction in
power consumption costs – a major
component of operating expenses – by
up to 70% and a potential savings in
capital costs by up to 50%.

Work done at Nokia Solutions
Networks highlights that performance
hasn’t suffered with NFV technology.
Their use of a server card with
virtualised applications in a base station
has shown throughput improvements of
up to 100% with a dramatic decrease in
latency as well [4]. 
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approach including a lower capital
expenditure, and lower costs for
network upgrades and ongoing
maintenance. The new architecture
will let technicians update software on
hundreds of base stations
simultaneously and automatically, as
compared to driving to every base
station in the network, resulting in
significant ongoing cost savings [5]. 

SK Telecom: This South Korean
operator is developing a virtualised
base station (vRAN) that can load and
reconfigure all software functions in a
general-purpose server.  The carrier
will leverage this new infrastructure to
make its network scalable and to
shorten the time it takes to develop
new functionality and upgrade the
network. SK Telecom also expects the
new network to allow better allocation
of base station resources, based on
traffic levels. The operator has
partnered with Intel to help it research
other solutions for effectively
addressing traffic congestion.

Telefónica: The operator launched its
Universal Compiler Architecture
(UNICA) virtualised architecture with
a goal of having 30% of all new
infrastructure virtualised by the year
2016. The POC converted several key
processes from proprietary servers to
work on general purpose servers. The
POC has shown that the new
architecture is able to maintain the
same service levels at reduced
operating costs, while opening up

greater possibilities for innovation.
The company plans to have a broader
trial starting in June 2014 and says that
the UNICA project “...promises to offer
real and permanent change for
Telefónica’s network transforming the
company into a true Digital Telco” [6].

NFV IN-DEPTH
With NFV, network capabilities like
firewalls, network address translation,
mobility management, wide area
network acceleration and other
applications that used to run on a
dedicated appliance sitting in the data
stream of the network, are now being
deployed on a virtualised server in a
network operator’s data centre. Figure
1 illustrates the types of applications
that can be virtualised.

Building on data centre virtualisation
architectures, the ETSI NFV working
group has defined a framework that is
helpful to understand because it shows
how the standard extends beyond just
virtualising of network functions to also
include infrastructure virtualisation. 

In the framework, virtualisation

software is overlaid onto servers,
storage and networking hardware to
create the NFV Infrastructure (NFVI).
With this flexible infrastructure,
Virtualised Network Functions (VNFs)
are deployed, and the NFV
management and orchestration
software manages the whole system.
A graphical representation can be seen
in Figure 2 [7].

The NFVI offers tremendous flexibility
and maximises resource utilisation.
Multiple virtualised applications can be
run on one physical processor and, at
the same time, can utilise distributed
storage resources. 

With this infrastructure, VNF
instances can be constructed in a very
flexible manner. They can be stand-
alone or be deployed in sequence
using a VNF Forwarding Graph, as in
the case where data must first pass
through a firewall before it passes
through network address translation
and load balancing applications.
VNFs can run on a single operator
network or be deployed across
multiple networks.

THE ROLE OF SDN
NFV is complemented by Software-
Defined Network (SDN) technology,
which separates a network’s control
plane from its data plane in order to
centralise packet processing in a
software controller. That centralised
controller directs data packets,
replacing the current model where IP
routing intelligence is not centralised,
but resides in each top-of-rack,
aggregation and core switch. SDN
reduces the complexity and cost of
those switches and also cuts down the
network overhead caused by the
continual need to synchronise routing
tables amongst all of the switches. 

In addition, an SDN controller can
determine which packets need extra
processing from a virtualised
application and direct them to that
application before they are forwarded
to their destination. This frees up the
design of the network by allowing
applications to be hosted on servers
anywhere in the network and not
necessarily in any particular data path.

The NFV working group considers
the relationship between the two
technologies “symbiotic but not
interdependent.”  The NFV

Figure 1: Network Functions Virtualisation

(Source: ETSI Network Functions Virtualisation – Introductory White Paper)

Figure 2: High-level NFV framework 

(Source: ETSI NFV Architectural Framework)
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introductory white paper [2] states
that: “Network Functions
Virtualisation is able to support SDN
by providing the infrastructure upon
which the SDN software can be run.”

Because SDN reduces the complexity
of edge switches, these systems no
longer need specialised application-
specific integrated circuits but can be
built using general-purpose switch
chips.  From a networking perspective,
the big challenge of NFV is ensuring
that these switch chips can properly
parse the packets so they go to the right
server.  This involves programming the
switch to look for the right packet
characteristics, which indicate that
information should be processed by an
application on a virtualised server.
Switches with programmable
microcode offer the flexibility required
for NFV applications.

NFV TECHNOLOGY 
EVOLUTION ROADMAP
The move to NFV has been simplified by
an ongoing evolution away from
specialised, dedicated hardware using
purpose-built silicon towards COTS
servers using general purpose processing
(x86) technology. As Figure 3 shows,
applications, control plane and packet
processing workloads have increasingly
moved to running on x86 commercial
servers, as a result of hardware and
software innovations.  The focus is now
on running signal processing workloads
required for both media transcoding and
baseband processing in base stations on
the same platform - something that is
now being effectively addressed in
specific usage models. 

Running all major communications
processing workloads on a single,
standard platform is an important
enabler for NFV. This is due to the
benefits of programming functionality in
a commercial, virtualised server where
rich development tools are widely
available in the market, which lowers
development time, costs and risks.

The dramatic increase in processor
performance is also an enabler of NFV.
While NFV leverages server and
virtualisation technologies from broad
adoption in the data centre, network
operators have unique processing needs
and require greater performance
scalability for the processor, memory
and platform input/output (I/O).

Processor performance increases over
the past several years have helped build
the confidence of operators that NFV
can deliver the performance and
scalability needed for carrier-grade
infrastructure. Today, for example, a
virtual switch running on an Intel
architecture-based server can deliver
Layer 3 packet forwarding performance
of up to 250 million packets per second
(Mpps) compared to a previous
generation server that only offered
performance of up to 54 Mpps. [Intel
Internal measurement of 2S Intel®
Xeon® processor E5645 (2x6C
Westmere-EP) 2.40 GHz vs 2S Intel®
Xeon® E5-2658v2 (2x10C Ivy bridge-
EP)  2.4 GHz 22 x 10GbE PCIe Gen2.
Software and workloads used in
performance tests may have been
optimised for performance only on
Intel microprocessors. Performance
tests, such as SYSmark and
MobileMark, are measured using
specific computer systems,
components, software, operations and
functions. Any change to any of those
factors may cause the results to vary.
Other information and performance
tests should be consulted to assist in
fully evaluating contemplated
purchases, including the performance
of that product when combined with
other products. For more information
see www.intel.com/performance.]

This is a 5x packet processing
performance improvement in less than
30 months. 

Beyond raw processor performance,
there are some specialised functions
that can be programmed into the
processor that can help with virtual
machine (VM) performance. The
Intel® Data Plane Development Kit

(Intel® DPDK), an open source library
of code and use cases, is an example
and was used to achieve the
performance cited above.

Virtualisation involves implementing
both multiple applications and also
multiple guest operating systems (OSs).
This changes the dynamic between the
processor and the OS, leaving the OS or
hypervisor virtualisation layer software
to conduct some low-level functionality
that used to be done in hardware. 

The key to improving performance is
recognising which of these functions the
processor can reclaim from the virtual
environment. Memory address
translation is one common virtualisation
task that, when done in hardware, can
reduce the overhead and footprint of the
hypervisor software. This one change
can dramatically improve the switching
time between two virtual machines. 

Another key capability is using
hardware to help protect the software
running in one VM from interfering
with the software in another VM.
This alleviates unintended interactions
between the applications.  This is
avoided by a hardware assist in
keeping each application from
accessing the others’ memory space. 

Some other technology initiatives
that help improve VM performance
include:
• Speeding the transfer of platform

control between the hypervisor and
the guest OS by using hardware
assists to trap and execute certain
instructions on behalf of each guest
OS.Having these performed in
hardware makes them more secure
from hackers.

• Allowing the hypervisor to securely
assign specific I/O devices (such as

Figure 3: Workload consolidation
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network interface cards) to a
specific guest OS, where each
device is given a dedicated area in
system memory accessible only by
the device and the designated guest
OS.

STANDARDS AND ECOSYSTEM
COMPLETE THE NFV PICTURE
To effectively move to NFV and SDN
requires strong standards bodies and
an ecosystem of companies working
together to guide the collaboration
necessary for a complete value chain.
ETSI began the effort with its first two
white papers and nine use cases, but
other groups have also formed to
address other issues. The Open
Networking Foundation, for example,
is primarily known for its work on
SDN, but it recently joined with ETSI
to enhance the interaction of both
communities.  

Open Daylight is an industry group
working on a reference framework for
programmability and control of both
SDN and NFV. The Internet
Engineering Task Force is tackling the
interaction between applications with
its Service Function Chaining working
group, and OpenStack is focusing on
management and orchestration
requirements to provision pools of
processing, network and storage
resources.

In addition to standards

development, there is a big need for
coordinated discussion and testing
among the application vendors, server
vendors, networking vendors, test and
measurement vendors, operational /
business support systems companies
and OS companies that are integral to a
total solution. That is why the Intel
Network Builders community was
created. The group has grown to more
than 60 members who are working
together to develop SDN and NFV
solutions for network operators. The
member companies range from well-
known technology leaders to the
hottest start-up companies. 

Sandra Rivera, Director, Market Development, Intel
has held marketing and business development roles
for 13 years at Intel, focused on communications
markets and products, with responsibility for product
marketing, segment marketing, channel and
ecosystem marketing. Currently Sandra drives TEM,
OEM and End User Market Development for Intel’s
Communications & Storage Infrastructure Group.  
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AUTHOR’S CONCLUSIONS

Network operators are living through an unprecedented era with rapid
growth in users, network devices and data traffic. This is creating both
challenges and opportunities, as this growth must be addressed with
infrastructure that is easier to deploy, manage and operate, at a lower cost
point. NFV gives the operator a significant leap in the ability to evolve its
infrastructure more cost effectively, and also offer new services more quickly
and with greater flexibility. This approach enables the network operators to
address objectives for both saving money and making money, while
delivering rich new experiences to their customers. 
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