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[bookmark: _Hlk146880619]The contents of HTA Lab reports are based on scientific knowledge that is publicly available and engagement with stakeholders at the time of writing the reports and cannot account for future changes and developments in scientific knowledge or any referenced material from external sources.
Readers should be aware that the specifications outlined in this HTA Lab report are advisory. They reflect the NICE HTA Lab’s proposals for a suitable approach for future economic models developed in this disease area. They do not supersede the methods and processes set out in NICE health technology evaluations: the manual.


Approach to stakeholder engagement
[bookmark: _Toc177995085]To inform its work on this topic in its exploratory ‘sandbox’ environment (see Leckenby et al. 2021), the Health Technology Assessment Innovation Laboratory (HTA Lab) project team held a series of focused stakeholder engagement workshops from March to July 2025. As the key end users of GenAI in health economic evaluation (HEE), health economists from HTA agencies, external assessment groups (EAGs) and industry were the predominant stakeholder group. Data science expertise was also included from stakeholders with experience in testing and deploying GenAI in the health-economic environment. This included representatives from the collaborating organisations. Stakeholders were identified from NICE committees and EAGs, partner HTA organisations, industry affiliates of the Association of the British Pharmaceutical Industry (ABPI), and from relevant contacts and working groups associated with the International Society for Pharmacoeconomics and Outcomes Research (ISPOR). The 3 workshops had differing but related aims:
Workshop 1 (March 2025): Preceded by an online survey, this workshop aimed to present to stakeholders the findings of the systematic review and to gather perceptions of potential applications, barriers and challenges to the use of GenAI in HEE.
Workshop 2 (May 2025): The aim was to present and discuss the first 2 use-case test results from Value Analytics Labs. Another aim was to present collated findings from workshop 1 and to gain early input on best practice principles for GenAI use in HEE.
Workshop 3 (July 2025): The aim was to present and discuss the final use case on replication and model construction from Estima Scientific, and to review and agree best practice principles derived from the project activities.
Separate workshops were held to make the best use of the specialist expertise as the project progressed and were supported by a pre-workshop survey at the start of the engagement. This served to capture the knowledge and skills profile of people in the workshops and their initial perceptions on the potential applications of value, their barriers and facilitators with using GenAI in HEE.
The use of 3 sequential workshops allowed for focused discussions in an iterative process, maximising input from people in the workshops and interaction at the appropriate stages of developing the best practice principles. The workshops were structured to enable open discussions but also allowed for in-workshop and offline feedback through an interactive Miro board. An agenda, discussion questions and, for workshop 2, a Miro board were shared in advance to encourage engagement.
This collaborative approach enabled the development and refinement of the initial best practice principles through triangulation of the systematic literature review, collaborator use-case testing and stakeholder input. Formal consensus generation approaches were not used. Instead, the HTA Lab team recorded each meeting and narratively collated key discussion points after the meetings to ensure that all perspectives were captured, and to allow a comprehensive understanding of the discussions. This inclusive approach also allowed the team to follow up with people in the workshops on points of clarity and additional sources where necessary. This enabled iterative development and refinement of the best practice principles, which were circulated to the NICE HTA Lab steering group and the project working group as a written report for review. All the feedback was then reviewed to inform the final report.
Workshop 1: project overview, systematic review and discussion of applications, barriers and challenges
The workshop was attended by 57 people, including economists, data scientists and scientific officers. There were 102 people invited. There was representation from HTA agencies, ISPOR, EAGs, committee members and industry. The aim of the workshop was to: 
introduce the project
provide an overview of the systematic literature review methods and results, and 
gather stakeholder feedback on applications, barriers and challenges in using GenAI in health economics.
2.1 Pre-workshop survey
An online survey was circulated to people invited to the workshop prior to the event. The survey gathered their level of knowledge and skills in health economics and GenAI, as well as views and perceptions of potential value of GenAI applications and barriers to its use in HEE. A total of 46 responses were received.
As expected, most people were expert-level economists (54%), with others being very familiar with the field (26%). In contrast, most people were only slightly (37%) or moderately (35%) familiar with GenAI tools and approaches, and the majority (74%) had little to no familiarity with applying GenAI in health-economic use cases.
Figure 1: perceived potential value of GenAI use cases in HEE
[image: A graph of perceived potential value of GenAI use cases, showing use cases with very high, high, moderate, low or no value, based on stakeholder survey responses]
Stakeholders initially perceived varying levels of value across different GenAI use cases. The highest perceived value was associated with tasks such as systematic-review data extraction (72% rating high or very high value), appraisal (61%) and synthesis (53%); model replication (63%), reporting and dissemination (54%), and optimisation (52%). In contrast, other use cases were more frequently rated as having ‘moderate’ or lower value including model conceptualisation (54%) and development (61%) and adaptation (54%). Overall, the responses indicate that GenAI is seen as most beneficial for tasks involving automation and efficiency in existing workflows, while its value in more creative or foundational modelling tasks is viewed with greater caution.
Figure 2: perceived barriers to the use of GenAI in HEE


The most frequently reported perceived barriers to applying GenAI include concerns about accuracy and reliability (77%) and data privacy and security (67%). Additional challenges cited were a lack of awareness and understanding (58%), insufficient technical expertise (53%), and limited guidance from national bodies (51%). Other notable barriers include regulatory issues such as copyright concerns (49%) and organisational resistance to change (33%). Only a minority of people who responded saw limited access to high-quality data (19%) and the high cost of implementation (7%) as barriers.
We obtained additional input through a separate survey of UK-based industry affiliated ABPI members. This was done to gather UK industry perspectives on potential applications and barriers to using GenAI. This further survey generated 13 responses from 11 companies. The responses showed consistency with the global survey in several highly rated applications but it also showed differences for others:
Systematic reviewing tasks of appraisal, data extraction and synthesis were ascribed high or very high perceived value by 100% of the people who responded.
Also in alignment with the global survey results, model replication and the reporting and dissemination of results were widely seen as highly valuable. But people in UK industry who responded also placed strong emphasis on model conceptualisation and adaptation, which are areas that received comparatively lower ratings in the global survey.
Applications of developing and validating models were more evenly balanced with marginally more people indicating higher than low or moderate value. For optimising models marginally more people indicating low or moderate than higher value.
Additional suggested use cases included creating value messaging, dossier writing, identifying previous model structures and HTA outcomes in same or analogous areas, creating landscape assessment, identifying relevant comparators, and analysing patient pathways.
Similar to the global survey, the most reported barriers to GenAI use were:
Lack of guidance from national bodies about use and acceptability of GenAI (77%)
Accuracy and reliability concerns in the absence of established, validated GenAI tools (62%)
Data privacy and security concerns (62%)
Regulatory concerns, including copyright (46%)
Lack of technical expertise (46%)
Lack of awareness, understanding and demonstrated use cases (46%)
2.2 Systematic literature review
People who attended the workshop provided positive feedback on the comprehensiveness of the systematic literature review (see the generative AI in HEE preprint) and reached a consensus that the review’s findings and key considerations were appropriate. People raised key questions, including whether the review and subsequent updates would be restricted to full text studies or expanded to include conference abstracts, and how included studies of GenAI applications were appraised. The ELEVATE-GenAI reporting guidelines checklist was discussed as the key appraisal tool, which has been published but continues to develop.
2.3 Applications and benefits
The discussion on the applications and benefits of GenAI in HEE highlighted a broad spectrum of use cases and considerations. People discussed how GenAI could add value across different sectors and organisations, particularly in initiating modelling stages and automating repetitive tasks. Stakeholders noted the rapid pace of AI development, suggesting that GenAI could eventually support all modelling use cases, including additional tasks currently considered too complex or resource intensive. But they also recognised the uncertainty surrounding the benefit-to-risk threshold that determines the need for human oversight to ensure quality and accountability.
2.3.1 Key themes and insights
Sector-specific value: the perceived value of GenAI use cases varies significantly depending on the sector and organisational context, reflecting differing needs, capabilities, and risk tolerances. For example, EAGs have different strategic objectives to industry stakeholders, which will influence the relative value assigned to each application.
Early-stage support: one of the most widely recognised benefits is GenAI’s ability to provide early ideas or starting points at each stage of the modelling process, helping to accelerate conceptualisation and planning.
Broad use-case potential: given the pace of technological advancement, GenAI is seen as potentially applicable to all stages of health-economic modelling, from conceptualisation and development to validation and reporting.
Emerging and novel use cases: people identified additional use cases that may not be feasible under current standard approaches, such as addressing structural uncertainty, conducting survival analysis, and generating synthetic data.
Efficiency in repetitive tasks: GenAI is particularly well suited to automating repetitive and time-consuming tasks across the modelling continuum, such as systematic literature review tasks, code generation and report writing.
Human-in-the-loop considerations: a key discussion point was the need to define a clear benefit-to-risk threshold, determining when AI involvement should be supplemented or replaced by human oversight to maintain quality, transparency and trust.
2.4 Barriers and challenges
The workshop discussion on barriers and challenges to implementing GenAI highlighted a range of concerns spanning technical, educational, infrastructural and regulatory domains. While GenAI offers promising efficiencies, its integration into modelling workflows is hindered by issues such as reliability, transparency and data quality. People at the workshop highlighted the need for human oversight, especially in complex tasks, and raised concerns about the lack of standardised practices and peer-review capacity. Additionally, they considered that broader and well-documented concerns surrounding AI in general, such as high resource demands, ethical implications and regulatory uncertainties, were equally relevant to HEE.
2.4.1 Technical challenges
Reliability and accuracy: confidence in GenAI tends to decrease as task complexity increases. While GenAI may be useful for simpler models, its application in complex modelling remains limited because of frequent hallucinations and inconsistent outputs across tools and versions.
Explainability and transparency: GenAI often functions as a ‘black box’, making it difficult to understand or justify its outputs. This lack of transparency raises concerns about underrepresentation of minority populations, alignment with health-economic principles, and the ability to adapt or update models.
Data quality and input requirements: GenAI tools require large volumes of high-quality data, which may not always be available in economic modelling. Redacted or confidential (for example, commercial in confidence) data further limits training and output accuracy, with GenAI tools potentially generating content on incomplete data.
Human-in-the-loop threshold: there is uncertainty around when human oversight is needed. For example, in systematic literature reviews, GenAI may exclude relevant studies, calling for manual review and undermining efficiency gains.
Standardisation and reproducibility: low-quality, non-standard reporting and lack of shared tools hinder reproducibility. GenAI tools and methods must be disclosed to enable independent validation and replication of results.
2.4.2 Educational challenges
Skills and training gaps: most health economists lack formal training in GenAI. There is a pressing need for upskilling through university curricula and professional development.
Peer-review capacity: a shortage of trained peer reviewers in health economics could lead to flawed GenAI-supported work being published, potentially influencing policy and practice.
Understanding and interpretation: many stakeholders lack the knowledge to assess the quality and limitations of GenAI outputs, particularly given the complexity and opacity of the tools.
Best-practice awareness: there is a need for shared understanding of GenAI’s role in specific use cases, including standardised definitions and guidance on where GenAI adds value and where it should be avoided.
2.4.3 Resource and infrastructure challenges
Computational demands: GenAI needs substantial computing power, which may be unaffordable or inaccessible to smaller HTA bodies or organisations.
Cost of implementation: licensing proprietary tools (for example, OpenAI and Google Cloud AI) or developing in-house solutions is expensive. Additional funding is needed for secure environments to handle confidential data.
Process redesign: integrating GenAI into existing workflows needs significant time and organisational change, including ongoing monitoring and updates as tools evolve.
Data access and security: access to comprehensive datasets (for example, patient claims and insurance data) is essential but often restricted. Redaction of confidential data limits the effectiveness of GenAI training and outputs.
Overreliance risk: smaller jurisdictions may over rely on GenAI because of limited resources, which would potentially compromise the quality of evaluations.
2.4.4 Regulatory and ethical challenges
Accountability: there is ambiguity over who is responsible for GenAI-generated errors: developers, companies, EAGs, or HTA agencies. This is especially critical in high-risk decisions.
Bias and manipulation: GenAI is vulnerable to biased training data and potential manipulation (for example, flooding the literature with favourable content). This could distort outcomes and undermine trust.
Independent review and validation: EAGs must have access to GenAI tools and code to replicate results. Without transparency, there is a risk of over-trusting ‘approved’ use cases without adequate scrutiny.
Data privacy and safety: handling sensitive or confidential data with GenAI tools raises significant privacy concerns, particularly with open or public platforms.
Policy and regulatory gaps: there is a lack of clear regulatory frameworks and standards. Coordination with HTA policy bodies and regulators is needed to define acceptable use cases and standards.
Cultural and institutional resistance: some organisations remain conservative or hesitant to adopt GenAI, even when secure solutions (for example, Amazon Bedrock) are available.
[bookmark: _Toc177995086]Workshop 2: adaptation and validation use cases and initial best-practice discussion
The workshop was attended by 60 health economists, data scientists and scientific officers out of 102 people invited. There was representation from HTA agencies, ISPOR, EAGs, committee members and industry. The workshop aimed to explore the adaptation and validation use-case collaborator testing, and to initiate discussion of early best-practice priorities.
3.1 Adaptation and validation use cases
3.1.1 Key questions and discussion points
1. Repeatability of GenAI tasks
GenAI outputs are inherently probabilistic, meaning that exact repeatability is not guaranteed. To mitigate this, attendees suggested that tasks should be repeated multiple times, with results evaluated using majority consensus or selection of the best response (self-consistency).
2. Accuracy and hallucination risks
GenAI may misinterpret inputs and outputs (for example, confusing costs with outcomes). Value Analytics Labs did not carry out formal measurement of error rates or correction time but recognised that this could be a valuable follow up to the study.
3. Human oversight and documentation
The level of human intervention varied depending on source material complexity. Attendees noted that human-in-the-loop validation is essential to verify extracted values, and standardised reporting of human involvement is needed. While multimodal models can extract data from tables and graphs, human judgment remains critical for verifying correctness.
4. Comparability of adapted models
UK-adapted model outputs were broadly aligned with the US-based model, according to Value Analytics. But full validation is limited by data confidentiality. Ideally, comparisons should be made against UK human-led adaptations or NICE technology appraisal models.
5. Defining accuracy metrics
No predefined accuracy thresholds were used. Accuracy should be tailored to specific tasks and contexts. There is a broader need for international standards and benchmarks.
6. Development time and efficiency gains
Initial setup was time-intensive, but future applications are expected to be faster. Model adaptation could be completed in approximately 30 minutes post setup, with validation achievable in a few hours given proper input and output mapping.
7. Model types and platform capabilities
ValueGen.AI currently supports Markov and partitioned survival models, with testing underway for more complex structures.
8. Prompt engineering and large language models (LLMs) used
Multiple LLMs (for example, GPT‑4 and Gemini) were used depending on the task. Chain-of-thought prompting and agentic workflows improved reliability. Retrieval-Augmented Generation (RAG) was also integrated.
9. Input identification in validation tasks
Humans manually specified the inputs. A future goal is to enable GenAI to autonomously identify model inputs and outputs.
10. Generalisability of findings
The approach is disease-agnostic and potentially generalisable. Further testing across disease areas and model types is needed.
11. Literature review equivalence
GenAI-based data extraction resembles literature review. Reliability depends on comprehensiveness and contextual relevance. Human expertise remains essential for assessing relevance.
3.1.2 Implications for best practice
1. Human-in-the-loop validation
Human oversight is indispensable for ensuring accuracy, particularly when dealing with complex or non-standard data formats. GenAI outputs must be reviewed and validated to maintain reliability.
2. Repeatability and reproducibility
Because of GenAI’s probabilistic nature and evolving model versions, repeatability and reproducibility are inherently limited. Best practice should account for variability and include strategies to manage it.
3. Transparency and documentation
Structured frameworks, such as ELEVATE‑GenAI, are needed to support transparency, auditability and trust. Clear documentation of assumptions, processes and human involvement is essential.
4. Task-specific best practice principles
Best practice should be flexible and tailored to the specific task. It should draw on existing frameworks and be informed by real-world testing to ensure relevance and effectiveness.
3.2 Initial discussion of best practice principles
Discussion questions were put to stakeholders around priorities for early best practice in 6 domains. Feedback is summarised as:
3.2.1 Purpose scope and responsibilities
There was strong support for using GenAI where it adds real value, particularly in repetitive or early-stage modelling tasks. Conversely there was also caution to avoid overuse and to ensure that GenAI simplifies rather than complicates processes. Complexity should only be used where it adds value or completes tasks that are currently impractical or unfeasible.
Accountability remains a high priority. Regardless of the tool used - whether GenAI or traditional software - the submitting organisation is ultimately responsible for outputs. Human oversight is essential at critical stages to maintain trust and integrity.
3.2.2 Transparency, reproducibility and explainability
People in the workshop emphasised the need for clarity. GenAI outputs must be understandable to non-technical audiences and use structured reporting and plain language.
Reproducibility is another priority - documenting data sources, parameters, and workflows, and using audit trails and reporting standards such as ELEVATE-GenAI. Transparency tools such as RAG and prompt engineering can help improve traceability.
3.2.3 Technical standards and interoperability
Validation protocols are vital, including key performance metrics. GenAI outputs should undergo task-level checks and expert review, using frameworks such as the US Food and Drug Administration (FDA) and ELEVATE‑GenAI. Integration with existing platforms is also important to ensure smooth workflows.
Data security must be robust and must meet UK General Data Protection Regulation (GDPR), US Health Insurance Portability and Accountability Act (HIPAA) or other regulatory standards.
3.2.4 Ethics, bias and regulatory compliance
Ethical standards must guide GenAI use, including consent, privacy and intellectual property (IP) protection.
Bias mitigation is a high priority to address issues in training data, prompts and algorithms using techniques such as fairness metrics and narrative reporting.
Transparency in the use of GenAI is also essential. It must be clearly stated where GenAI was used and where human oversight was applied.
3.2.5 Education, training and stakeholder awareness
Tailored training is needed for economists and peer reviewers, with different approaches for end users and developers. Collaboration with data scientists is key to successful integration.
Clear communication builds trust among HTA stakeholders, who need to understand GenAI’s role, value and limitations.
3.2.6 General principles
Workshop attendees highlighted the value of continuous improvement and stakeholder engagement. Feedback loops should be built into GenAI processes and it is important to learn from best practice in other sectors.
Responsible use means promoting transparency, accountability and alignment with national and international guidance.
Workshop 3: model replication and construction use case and review of best practice principles
The workshop was attended by 42 economists, data scientists and scientific officers, out of 102 people invited. The reduced attendance compared to earlier workshops could be at least partly caused by the event being held during the traditional summer holiday period. There was representation from HTA agencies, ISPOR, evidence assessment groups, committee members and industry. The aim was to showcase the Estima Scientific use-case findings and to review with stakeholders the draft best practice principles informed by the previous activities done by the project team. Breakout rooms were used to focus discussions on the 6 domains of the principles, followed by whole-group feedback and discussion.
4.1 Model replication, updating and construction use cases
4.1.1 Key questions and discussion points
1. Generalisability and input structure
The pipeline that was developed by Estima uses 2 model-specific input files (a model outline and available data) while the rest of the process is generalised and reusable. This modularity supports broader applicability across different modelling scenarios.
2. Ensemble and distilled models
People in the workshops suggested exploring using multiple LLMs and simplifying them for better performance (ensemble methods) to improve performance and speed. These approaches could enhance consistency and reduce computational costs.
3. Transparency and reporting
The technical report generated by the pipeline was praised for its clarity in documenting assumptions. But workshop attendees noted 1 instance where a major assumption was not reported, which highlighted the need for further refinement.
4. Microsoft Excel compatibility and R Shiny interfaces
Microsoft Excel remains the preferred platform for HTA submissions because of its accessibility and familiarity. Workshop attendees proposed R Shiny interfaces as a potential bridge to improve usability of R-based models. Although Microsoft Excel conversion remains a long-term goal.
5. Robustness to input variation
Initial results suggest that the pipeline is relatively robust to variations in model outline phrasing, though further testing is needed to confirm this.
6. Live use in committees
People in the workshop discussed the potential for GenAI to support live scenario testing in HTA committee meetings. This could reduce delays and improve decision-making efficiency, providing that transparency and reporting standards are upheld.
7. Justification of assumptions
Currently, the pipeline reports assumptions but does not justify them. Future iterations could integrate evidence retrieval to support assumption rationale, which is critical for both HTA and early modelling contexts.
4.1.2 Implications for best practice
1. Generalisability and input structure
Modular pipelines should be developed using model-specific input files (for example, model outline and data) while keeping the rest of the process generalised. This supports broader applicability across different modelling scenarios and enhances scalability.
2. Ensemble and distilled models
Ensemble methods should be explored using multiple LLMs and distillation techniques to improve performance, consistency and speed. These approaches can enhance reliability and reduce computational costs.
3. Transparency and reporting
All assumptions should be clearly documented in technical reports. Mechanisms should be implemented to flag missing or implicit assumptions. Structured reporting is needed for trust and reproducibility.
4. Microsoft Excel compatibility and R Shiny interfaces
Microsoft Excel compatibility should be maintained for HTA submissions because of its accessibility. R Shiny interfaces could be used to improve usability of R-based models. A long-term goal could include seamless Microsoft Excel conversion.
5. Robustness to input variation
Pipeline robustness should be tested against variations in input phrasing and structure. This ensures consistent performance and reduces sensitivity to formatting or terminology differences.
6. Live use in committees
GenAI tools should be designed to support live scenario testing during HTA committee meetings. This could reduce delays and improve decision-making efficiency, providing that transparency and auditability are maintained.
7. Justification of assumptions
Evidence retrieval mechanisms should be integrated to justify assumptions made during model construction. This is important for credibility in both HTA and early modelling contexts.
4.2 Review of best practice principles
The key themes emerging from workshop 2 have been summarised alongside the draft best practice principles they informed. Breakout rooms were used for focused small-group discussion of each domain of the draft principles. These generated additional insights and perspectives, which are summarised below. This feedback informed the final revisions to the best practice principles presented in appendix B.
4.2.1 Purpose scope and responsibilities
Principle 1: assess GenAI use against the opportunity cost of alternative human-led or hybrid approaches
Use-case prioritisation: as the field evolves, it’s important to acknowledge that current use cases are not exhaustive and should be revisited regularly.
Principle 2: use GenAI where it adds demonstrable value and simplifies or enhances modelling tasks
Define ‘demonstrable value’: value should be considered not only in terms of modelling efficiency but also in decision-making impact and benefits to wider stakeholders beyond model developers.
Clarify what constitutes value: GenAI should be used where it enhances clarity, efficiency or insight, and not simply for automation.
Stakeholder relevance: value should be assessed across multiple stakeholder perspectives, including healthcare practitioners, decision makers and reviewers.
Principle 3: maintain clear accountability for all GenAI-generated content
Clear accountability: accountability must extend to EAGs, which may also use GenAI tools.
Clarify roles: the framework should specify who is accountable at each stage of GenAI use, especially when multiple parties are involved.
Principle 4: include human oversight at critical stages of the modelling process
Human-in-the-loop clarity: it must be clearly reported how and where humans are involved, and how their input could introduce or mitigate errors.
Human expertise requirements: Define the skills and roles needed for effective oversight. This may include health economists, healthcare practitioners and communication experts.
Risk of deskilling: overreliance on GenAI may lead to loss of modelling expertise, especially among newer professionals who have not built models from scratch.
4.2.2 Transparency, reproducibility and explainability
Principle 5: use clear documentation and plain language to make GenAI outputs understandable
Benchmarking GenAI against human models was discussed as a validation strategy, but concerns were raised about assuming consistent performance across different models.
GenAI should be used to check human errors, especially during early adoption.
Outputs must be understandable to both non-technical and technical stakeholders; current guidance focuses too narrowly on the former.
Human-readable code and clarity around assumptions and data inputs are essential.
There’s a need to distinguish between transparency of outputs and explainability of reasoning, which remains a challenge with GenAI systems.
Principle 6: ensure GenAI-assisted analyses are reproducible and auditable where possible
Audit trails should capture the modelling process, including discarded options and rationale for final choices.
GenAI’s ability to test many model structures raises concerns about selective modelling and the difficulty of identifying cherry-picked results.
There is a risk of perpetuating legacy errors if GenAI builds on flawed historical models.
Volume of documentation could overwhelm HTA timelines; transparency needs to be balanced with feasibility.
Open-source documentation is ideal but often impractical because of proprietary constraints; secure sharing with NICE and EAGs may be a compromise.
Prompt layers and processing mechanisms should be documented to support transparency.
Reference to ELEVATE-GenAI reporting standards and technical controls (for example, temperature setting and seed setting) can manage variability.
Principle 7: use only validated, transparent and ethically sourced data for GenAI tool training and input
There are concerns about lack of visibility into foundational training data, especially when models are built on internet-sourced content.
Companies should disclose which data sources were used, even if they did not train the model themselves.
Use of RAG was noted as a way to improve transparency, but questions remain about visibility into discarded sources.
GenAI may generate plausible but unverified values when data is missing. This risks flawed outputs unless assumptions are challenged and refined through feedback loops.
4.2.3 Technical standards and interoperability
Principle 8: apply rigorous validation and quality assurance to all GenAI outputs
There is strong support for validation and quality assurance because this is essential for building committee confidence and enabling adoption.
There is an emphasis on pre-specified protocols and performance measures to ensure consistency and transparency.
Accuracy metrics are often missing in AI reporting and standardisation is needed.
Time to rectify errors was seen as difficult to measure and potentially burdensome.
It is important to compare GenAI performance not just to perfection but to human error rates to contextualise its value.
There should be future comparative studies between GenAI-generated models and those built by humans (junior versus experienced).
Principle 9: develop and implement safeguards to protect data privacy and security
Data privacy concerns were not prominent in current use cases but were acknowledged as important.
HTA organisations often defer responsibility for data protection to tool developers.
Real-time model adaptation in committee settings may raise data handling barriers, depending on tool architecture.
Tools such as ValueGen.AI from Value Analytics Labs may be more susceptible to privacy challenges than others.
Principle 10: evaluate GenAI tools for compatibility with existing systems and workflows
Microsoft Excel remains the dominant platform because of accessibility and familiarity across global HTA bodies.
There is debate over whether HTA processes should adapt to GenAI tools, or vice versa. This was described as a “chicken and egg” dilemma.
GenAI could accelerate committee workflows, for example by enabling live scenario testing during meetings.
The skills gap in using platforms such as R is a barrier, though newer cohorts of health economists are increasingly being trained in code-based tools.
Industry tends to be risk-averse, preferring established processes unless guided by formal advice or standards.
There was consensus that protocols and best-practice guidance from NICE would be valuable and authoritative.
4.2.4 Ethics, bias and regulatory compliance
Principle 11: follow ethical and legal standards, including IP and data protection laws
People in the workshops highlighted the need for clearer guidance on legal standards and regulations such as GDPR and HIPAA.
There was uncertainty about who holds responsibility for assessing regulatory compliance - whether it lies with developers, EAGs or other oversight bodies.
Ethical concerns were raised about the computational intensity of GenAI tools and the resources they displace.
Concerns were raised about the opportunity cost of deploying GenAI tools in health-economic workflows.
Principle 12: assess and mitigate bias to ensure fairness and representativeness
Calls were made for clearer guidance on fairness, noting that fairness considerations vary by context and application (for example, model development versus inference).
People in the workshops emphasised the importance of using fairness metrics and documenting corrective actions when biases are identified.
People in the workshops raised concerns about the difficulty of identifying bias in complex AI models, particularly because of opaque training processes and variability across use cases. This challenge, already evident in domains such as facial recognition, highlights the need for clearer guidance, transparency in model development and human oversight in fairness assessment.
Principle 13: comply with all regulatory requirements and maintain transparency in GenAI use
People in the workshops suggested defining an “off-ramp” for scrutiny levels once GenAI use becomes more established and accepted.
There was a call for greater clarity around hallucinations - what they are, how to detect them and how to mitigate them.
The importance of explainable and actionable mitigation strategies was emphasised.
Concerns were raised that current high levels of scrutiny may negate the time-saving benefits of GenAI. This prompted discussion on whether to scrutinise GenAI processes line-by-line or focus on comparing outputs to human decisions.
4.2.5 Education, training and stakeholder awareness
Principle 14: provide tailored training for economists and peer reviewers on GenAI use
Training is essential not only for building and using GenAI tools but also for interpreting outputs effectively.
Stakeholders who assess GenAI outputs, such as HTA organisations, should be included in training efforts.
Continuous training is needed to keep pace with evolving GenAI capabilities and risks (for example, hallucinations and bias).
Training should cover accountability, ensuring that users understand their responsibilities when using GenAI.
Concerns were raised about deskilling - if GenAI replaces junior economists, future experts may lack foundational modelling experience.
Training should also support interpretation of GenAI outputs, not just tool use.
Principle 15: support collaboration between economists and data scientists
Having both economists and data scientists on a team does not guarantee effective communication.
Each group should have a basic understanding of the other's domain to facilitate collaboration.
A “translator” role may be needed to bridge gaps and improve productivity.
Economists should understand data science concepts, and data scientists should understand health economic modelling and HTA.
Principle 16: communicate GenAI-supported findings clearly to build trust and understanding
Outputs must be interpretable in non-technical language to support stakeholder trust.
Stakeholders should be able to conceptualise GenAI outputs using familiar modelling frameworks.
Concerns were raised about transparency and overwhelming volume of outputs.
Effective communication needs multi-disciplinary understanding, enabling statisticians, economists and data scientists to jointly interpret results.
Acceptance of GenAI tools depends on the ability to explain outputs clearly and logically to diverse audiences.
4.2.6 General principles
There were no stakeholder comments on the following general principles:
17. Continuously monitor and improve GenAI applications in health economic modelling.
18. Engage stakeholders throughout GenAI development and implementation.
19. Promote responsible and transparent use of GenAI in line with evolving national and international guidance.
Barriers to the use of GenAI

Response (%)	High cost of implementation	Limited availability of quality data	Resistance to change within organisations	Regulatory concerns, including copyright	Lack of guidance from national bodies	Lack of technical expertise	Lack of awareness, understanding	Data privacy and security concerns	Accuracy and reliability concerns	6.9767441860465116	18.604651162790699	32.558139534883722	48.837209302325576	51.162790697674424	53.488372093023251	58.139534883720934	67.441860465116278	76.744186046511629	
% Response
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