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[bookmark: _Toc208215333]Executive summary
Generative artificial intelligence (GenAI) is rapidly emerging as a paradigm-shifting technology with the potential to reshape health economic evaluation (HEE), which is a resource-intensive component of health technology assessment (HTA). This report summarises a project led by the NICE HTA Innovation Laboratory (HTA Lab) to explore GenAI’s current applications in HEE, its potential benefits, and the challenges it presents.
To inform this work, the HTA Lab did:
a systematic literature review of GenAI use in economic modelling (see the generative AI in HEE preprint)
collaborative projects with 2 external partners specialising in GenAI technologies (see section 6)
a series of 3 stakeholder workshops attended by health economists from NICE committees, external assessment groups (EAGs) and industry, with additional representation from data scientists.
The current lack of established best-practice guidance raises concerns about the quality and consistency of AI-generated economic models. The HTA Lab’s exploratory work helped to identify initial best practices (see section 7), strengthen NICE’s ability to assess GenAI-informed models, and support internal modelling activities such as guideline development and multiple technology evaluations.
This project has mapped the current evidence landscape and demonstrated GenAI’s potential across multiple use cases. These have been supported by stakeholder engagement and collaborative testing with specialist industry partners. Key barriers and challenges must be addressed through targeted research, with international collaboration, to build on the early best practice principles set out in this report.
Findings from this work will inform NICE’s advice to submitting organisations and support evaluation teams and committees. The early best practice principles will be incorporated into NICE’s position statement on AI in evidence generation and may inform future updates to NICE’s methods manuals.
NICE also aims to contribute to international efforts to harmonise standards for GenAI use across HTA bodies.
While GenAI shows promise in improving efficiency for model developers and reviewers, its broader impact on NICE’s HTA processes remains to be determined. Potential gains could include faster evaluations or increased productivity within existing timeframes.
As this field continues to evolve, a logical next step would be a ‘mock’ appraisal project to test GenAI integration into NICE’s processes. This could include:
an AI-assisted evidence submission followed by a human-led EAG critique
a standard submission followed by an AI-assisted EAG critique
a pilot employment of GenAI in the development of a NICE internally developed model.
[bookmark: _Toc208215334]Background
Developments in the field of AI have accelerated rapidly since GenAI platforms built on large language models (LLMs) became popular in 2022. GenAI’s ability to create new and original content in response to user prompts, by using LLMs that learn from existing data patterns, has transformative potential in the healthcare sector (Moor et al. 2023). The exploration of AI’s application in healthcare is already gathering a large body of research evidence (Alami et al. 2020). So, focus has recently shifted to using GenAI, including its role in HTA methods.
NICE has produced a position statement (NICE 2024a) on the use of AI. This sets out principles for using AI to generate and report evidence in HTA submissions, reflecting not only the growing interest in AI but also the need to use it sensibly. A subsequent statement of intent (NICE 2024b) sets out a flexible framework for future HTA methods development which will adapt to changes in this fast-moving field. HEE is a resource-intensive element of HTA submissions (Radeva et al. 2020) for which GenAI could offer substantial benefits. This would be subject to scrutiny of its own performance compared to the current standard approach. GenAI has the potential to improve efficiency and quality through automation. It can do this by generating the code for economic models based on text-based prompts (Reason et al. 2024) and, as has been done more recently, using model reports (Ayer et al. 2024). GenAI has also demonstrated promise in automating network meta-analysis (Reason et al. 2024), conceptualising economic models, and sourcing input parameters from the literature quickly and efficiently (Fleurence et al. 2025). Clearly, HEE consists of multiple tasks for which GenAI offers the potential to improve both efficiency, through enhanced performance and time savings; and qualitative user experience, by removing the need to manually complete traditionally labour-intensive tasks.
[bookmark: _Toc208215335]The rationale for this report
​​Economic models reviewed by NICE are subject to thorough critique and quality assurance processes, to establish confidence in their results. To date, NICE has not knowingly been presented with company economic models that have been developed using GenAI, but this is likely to change. GenAI can support various stages of model development, including designing them, generating and validating their code, and populating reports. Understanding how GenAI might be used in this way, and establishing best practices at this early stage, would help stakeholders and better position NICE to use AI-supported evidence to inform its guidance.
​​Using GenAI to inform the evidence used in a NICE evaluation is likely to become a growth area in HTA. This is because the efficiency gains from automating aspects of model development will appeal to industry and economists. To proactively support the high-quality and appropriate use of GenAI in economic modelling, it would be valuable to explore the use of GenAI in the context of early applications that are directly relevant to NICE.​​
Best-practice guidance is currently lacking, which may result in inconsistent or poor-quality AI-generated economic models being submitted. Exploratory use cases can provide the context to:
identify some initial best practices
support NICE’s ability to review and use GenAI-informed models
provide benefits for NICE activities that develop and use their own models, such as guideline development and multiple technology evaluations.
This project aimed to conduct those use cases in collaboration with external AI specialists, as well as completing a systematic literature review of the body of evidence on the topic.
To this end, NICE’s HTA Lab set out to do:
exploratory work to explore whether the different stages of economic modelling can be automated using GenAI methods
stakeholder engagement to identify early best practices for using GenAI tools in health economic modelling and related evaluation tasks.
[bookmark: _Toc208215336]Approach to developing the report
To inform its work on this topic, the HTA Lab did:
a systematic literature review of the use of GenAI in economic modelling (see the generative AI in HEE preprint)
collaborative projects with 2 external partner organisations specialising in GenAI technologies (see section 6).
The HTA Lab also held a series of 3 engagement workshops to gather stakeholder views on potential applications, benefits and challenges of GenAI use. The workshops were primarily aimed at health economists from NICE committees, EAGs and industry, with some data scientist representation (see appendix A).
[bookmark: _Toc208215337]Systematic literature review
	Key messages
The HTA Lab did a systematic literature review to identify current applications, advantages and limitations of GenAI in HEE, published as a preprint with an update scheduled for late 2025.
Most of the 25 identified studies were 2024 conference abstracts from commercial authors, focusing on early exploratory use of GenAI for model replication and construction.
GenAI applications showed promising results in execution time, accuracy and user experience. But results should be interpreted with caution because of limited reporting and a high risk of bias.
Key barriers included technical, ethical and regulatory challenges such as data bias, reproducibility, transparency and limited expertise within HTA agencies.
The review reinforced NICE’s position that GenAI should augment, not replace, human expertise, with accountability remaining with human users.
Research priorities include improving LLM accuracy, exploring human-in-the-loop approaches, and testing GenAI across diverse model types and disease areas.
Full publications and follow-up studies are needed to validate GenAI’s added value and support transparent, reproducible modelling practices.


[bookmark: _Toc208215338]Applications
We identified 25 eligible studies: 18 primary studies, 6 narrative reviews and 1 expert opinion piece. The identified primary studies comprised 16 case studies and 2 qualitative studies. Over 90% of studies were conference abstracts published in 2024 from commercial authors. The emphasis across studies was on early exploratory research, particularly for model replication.​ Although reporting was variable, execution time, accuracy and error rate, and user experience showed promising results across multiple applications. These included model conceptualisation, adapting models to different jurisdictions, model construction, optimisation, updating and reporting. But there is a high risk of bias inherent in relying on conference abstracts with limited reporting, so cautious interpretation is needed.
[bookmark: _Toc208215339]Perceived barriers and challenges
Several perceived technical, educational, resourcing, ethical and regulatory challenges to using GenAI in HEE were highlighted. These included data selection biases, lack of reproducibility and transparency, response accuracy, data security, environmental impact, limited expertise and acceptance within HTA agencies. Additionally, geographical and population biases were highlighted, arising from training or evaluating GenAI tools using datasets that are not representative of diverse regions or demographic groups. This can affect the generalisability or transferability of performance.
The current lack of technical guidance from HTA agencies was viewed as a barrier to GenAI use, with internationally referenced HTA agencies being expected to provide this guidance and shape future policy. The primary and secondary evidence reinforced the NICE position statement principle that the use of GenAI tools should be restricted to augmenting rather than replacing human expertise, with humans remaining accountable.
[bookmark: _Toc208215340]Research implications
The review findings produced several key research implications:
All use cases need further testing in both exploratory and implementation projects.
Full publications, expanding on the existing body of conference abstracts, are needed across all GenAI use cases for transparency and reproducibility.
Research exploring efficient implementation of human-in-the-loop approaches should be prioritised, including measurement of human-in-the-loop time input.​ This could include integrating oversight from HTA experts at key stages such as model conceptualisation, design, validation and country-specific adaptation. This would enable iterative refinement, auditability and alignment with established processes and methods.
Model-replication studies serving as a proof of concept for GenAI tools should be followed up with an evaluation of key use cases that demonstrate added value when implemented in HTA settings. These should focus on actual utility beyond initial technical capability.​
[bookmark: _Toc208215341]Research priorities
The review findings highlight the need to:
Investigate code explainability, source, ownership and licensing issues to ensure transparent, ethical and legally sound analysis and decision making.​ This includes the ability to trace model outputs back to their sources, assess trustworthiness and ensure accountability using GenAI.
Improve LLM accuracy through feedback loops, prompt optimisation, fine tuning and testing across various economic models, to support more tailored and reliable outputs for HTA use cases.​
Assess the ability of LLMs to manage diverse model types, including partitioned survival models, decision trees, Markov models, and individual patient simulations across multiple disease areas.
[bookmark: _Toc208215342][bookmark: _Country_adaptation][bookmark: _Key_messages]Collaborative projects
	[bookmark: _Hlk187162308]Key messages
The HTA Lab explored 3 GenAI use cases in collaboration with external partners to assess feasibility, accuracy and efficiency in health economic modelling. These are:
1. Country-specific adaptation1 of a US Alzheimer’s model (Lin et al. 2023) for the UK using a proprietary GenAI tool
2. Model validation2 of an asthma management model using an automated GenAI pipeline
3. Model replication3 and construction4 of a NICE guideline model using GenAI-assisted R scripting.
GenAI tools demonstrated promising capabilities in automating complex modelling tasks, including data sourcing, code generation and validation, with substantial time savings.
Human oversight remained essential across all use cases, particularly for selecting parameters, clarifying ambiguous model specifications, and validating GenAI outputs.
Accuracy varied by model and LLM used, with some deviations in results but consistent cost-effectiveness conclusions in key scenarios. Metrics used to assess accuracy included percentage deviations in total costs and QALYs, and alignment with published cost-effectiveness conclusions.
Efficiency gains were evident, but further research is needed to assess how these gains might translate into efficiencies in NICE’s evaluation processes, and whether they are retained when factoring in human-in-the-loop time.
Further validation of GenAI is needed across diverse economic model structures and disease areas.
Use-case findings informed early best practice principles, supporting NICE’s future guidance and evaluation processes.
1 Model adaptation: modifying the model for different jurisdictions, settings, populations and treatment pathways.
2 Model validation: assessing whether the model accurately represents the real-world system it is intended to simulate. Internal validation involves quality assessing the model against prespecified criteria. External validation compares the model's outputs with external data not used in the model's development.
3 Model replication: generating a replica of a published model to facilitate other use cases, including development, adaptation, validation and adaptation.
4 Model construction: creating the structure and framework of the health economic model, including defining the model's components, such as states, transitions and time horizons, and implementing the model using appropriate software and algorithms.



[bookmark: _Toc208215343]Country-specific adaptation
[bookmark: _Toc208215344]Rationale
Adapting economic models originally developed for 1 country to other geographical settings (such as a company developing a core ‘global’ model) reduces the need to build entirely new models for each region. This results in significant time savings. Our systematic review found that this adaptation process can itself be efficiently automated using GenAI tools. These tools streamline several time-consuming tasks, such as identifying parameters that need localisation and sourcing country-specific data. To explore this use case in a UK context, we collaborated with Value Analytics Labs to adapt a US-based Alzheimer’s disease model to the UK healthcare system using their GenAI platform.
[bookmark: _Toc208215345]Methods
The US-based Alzheimer’s disease model, published by the Institute for Clinical and Economic Review was due to be adapted to a UK-specific context using the proprietary ValueGen.AI tool. The technical features of this tool and the prompting techniques used will be detailed in a future publication. The adaptation process was arranged into 3 stages:
Stage 1: replicating the Alzheimer's disease model by feeding information from Institute for Clinical and Economic Review’s published report into the ValueGen.AI tool.
Stage 2: developing a roadmap for country-specific adaptation using a GenAI tool by identifying model parameters needing localisation, with parameters selected using expert oversight. Five parameters were chosen: discount rate, background mortality, costs, utilities and disease progression. The ValueGen.AI tool was used to identify publicly available UK-specific data sources relevant to each parameter.
Stage 3: after finalising UK-specific parameters, ValueGen.AI integrated these inputs to automatically update the US-based model code and generate UK-specific results.
[bookmark: _Toc208215346]Results
In the stage 1 replication, the ValueGen.AI model generated an incremental cost-effectiveness ratio (ICER) of $360,000 per quality-adjusted life year (QALY) gained for lecanemab. This was compared to an ICER of $236,000 per QALY gained in the original published model. The discrepancy was likely driven by the models using different age-specific base costs before applying the health-state multipliers. It is important to note that even with perfect replication, ICERs may not fully match because of confidential factors such as undisclosed drug discounts varying between countries. The primary goal was AI-assisted model adaptation rather than replication. So, Value Analytics Labs reported that the AI-generated Alzheimer’s model was deemed fit for purpose and the testing proceeded to the more important stages 2 and 3.
Results from the UK-adapted economic model ranged from ICERs of £190,000 to £250,000 per QALY gained (dependent on whether utilities were allowed to vary by age). These ICERs were higher than those reported in the final draft guidance of NICE's technology appraisal guidance on lecanemab. Some differences were expected because the Value Analytics Labs model was not a direct replica of the NICE model and could include global comparators or treatment pathways that may not fully reflect UK-specific clinical practice. It was not possible to determine the specific differences because of insufficient available information. A detailed breakdown of the adaptation results will be reported in a future scientific publication.
[bookmark: _Toc208215347]Discussion
Our collaboration with Value Analytics showed that GenAI tools can be used to automate stages in the process of country-specific adaptation of health economic models.
The ValueGen.AI tool was effective in aggregating and summarising data from UK-specific data sources for the parameters that needed updating. The tool was also used to automate updating country-specific input parameters, once the relevant sources were finalised. These tasks can be time consuming when done by a human. So, this highlights the potential to use GenAI for efficiency gains.
But completing the adaptation process relied on expert human oversight, particularly in determining which parameters needed localisation. Human verification was essential when the GenAI tool encountered ambiguities, which further emphasised the importance of human involvement. To better assess the potential efficiency gains from using GenAI in economic model adaptation, future exercises should also track the number of human-in-the-loop hours needed.
Future research should also explore how GenAI tools handle the removal or substitution of comparators and treatment sequences that are not relevant to the target country, especially in disease areas with multiple therapeutic options.
Currently it is also difficult to conclude on the accuracy of the adapted model. This is because of a lack of published UK-specific models that the results can be directly compared to. So, additional validation will be necessary to determine its accuracy.
[bookmark: _Toc208215348]Model validation
[bookmark: _Toc208215349]Rationale
The construction of health economic models can be prone to technical errors, because of their necessarily complex and data-hungry composition. So, it is highly important to ensure the credibility and correctness of health economic models. Model validation is a process that ensures model accuracy by running a number of predefined checks. NICE’s guideline development process does this using an internally developed checklist. But the process can be resource intensive and automating it with GenAI tools may present significant opportunities for resource savings. Our systematic review showed that there are currently no studies evaluating the use of GenAI tools to validate health economic models. So, we collaborated with Value Analytics Labs to explore using a GenAI tool to automate the model validation step.
[bookmark: _Toc208215350]Methods
For this exercise we used a Microsoft Excel-based Markov model previously developed by the NICE Health economics and decision modelling team. The model relates to evaluating the cost-effectiveness of 2 asthma management strategies (see the cost-utility analysis: step-up therapy for management of uncontrolled asthma in the NICE guideline on asthma). We used NICE’s validation checklist for guideline development for this exercise, which focuses on testing for logical and mathematical errors (see appendix C).
A step-by-step explanation of how the automated pipeline was established (ranging from model parsing and checklist implementation to response integration) will be detailed in a future publication. Briefly, Value Analytics Labs used the O4‑Mini reasoning model from OpenAI because of its capabilities in complex reasoning tasks. Within the validation process a Python program is used to alter the input parameters of the original health economic model stored in a Microsoft Excel file, as per the checklist. New outputs are generated to reflect the new scenario. The O4‑Mini AI model then compares these outputs with the baseline results and determines whether a test has been passed or failed. Details of the prompt mechanism used will be detailed in a future scientific publication.
[bookmark: _Toc208215351]Results
The GenAI tool determined that the model passed 12 out of the 14 checklist criteria. These results were then compared with the original verification performed by a human health economist. The human quality assurance (QA) process had also identified that the model passed those 12 criteria. But the remaining 2 items were discrepant.
Item 5 on the checklist (relating to setting utility values to 0) was failed by the GenAI tool. This was inconsistent with the human QA. But the reason for the GenAI tool failing this criterion was human error in the model set up. The human had failed to instruct the mode to reset age and sex-based utilities to 0. The criterion failure was not caused by an error in the reasoning provided by the GenAI tool. The verification test was reviewed and corrected, and when re-tested the LLM passed the test.
Item 13 in the checklist was not done because there were no adverse events associated with the intervention.
[bookmark: _Toc208215352]Discussion
The results from this exercise showed that a GenAI tool can accurately interpret results across a range of scenarios according to a structured verification checklist and adjudicate whether a model has passed or failed each test. This opens the possibility of automating a typically resource-intensive task within an HEE process.
But to calculate the true efficiency gains of an automation process of this nature, the human-in-the-loop hours during the automation process should be recorded and compared against the resources allocated for a human verification process.
Interpretation from this exercise also has technical limitations, with the process outline limited to Microsoft Excel-based models, and verification tests related to numeric and logical tests. More advanced validation tests, such as swapping inputs between intervention and comparator arms, or amending survival curves, are commonly used by modellers but were not included in this exercise. These tests can be more complex and may need structural workarounds (for example, in partitioned survival models), which GenAI tools may find more challenging to identify and implement.
There are also data privacy and security concerns, especially if the GenAI tool is fed information from a model that contains sensitive or confidential data.
Future research in this area could extend to exploring this use case across a broader range of model types and programs and using validation tests that go beyond traditional numerical and logical tests. It should also consider the use of more advanced published checklists and validation protocols.
A logical next step would be to test this AI-supported validation process alongside a live human validation process being run on a model developed internally at NICE.
[bookmark: _Toc208215353]Model replication, construction and updating
[bookmark: _Toc208215354]Rationale
Our systematic review highlighted the importance of validating model-construction capabilities of GenAI tools through replication, particularly at this early stage of research. Replication provides essential accuracy metrics that help assess and confirm the performance of these tools. In this use case, we employed model replication to measure GenAI’s construction capabilities against established, trusted results. We collaborated with Estima Scientific to explore the accuracy of a number of GenAI tools by using them to construct an existing economic model. Information on the GenAI process and its inputs will be detailed in a future scientific publication.
[bookmark: _Toc208215355]Methods
Initially we proposed replicating and updating the non-small cell lung cancer pathways model developed by NICE by feeding information from a published report of the model into a GenAI tool. We proposed this use case because of the time needed to develop and update a complex disease-pathway model of this nature, with the intention of exploring whether GenAI could help to operationalise this. But because the model was still under review for a publication, and because of uncertainties on the final publication timelines, we explored alternative options. We identified a Markov state-transition model published as part of NICE's guideline on medicines associated with dependence or withdrawal symptoms (NG215).
While the initial aim was to replicate and update the existing lung cancer model, the approach evolved into a hybrid of replication and partial construction based on the NG215 model outline. This shift reflects practical considerations and illustrates how GenAI can support both model-replication and construction tasks.
A model-construction use case is when the GenAI tool would develop the model from scratch, without a predefined model outline from the published report. But there are barriers to establishing the accuracy of the use case if it is treated as model construction because the process would need to be blinded to the published model report. So, we explored a model-replication and construction use case which involved the GenAI tool developing a new version of the model based on a submitted model outline.
It is important to note that model outlines are always needed, even in de-novo construction, to define the population, disease area, and interventions. So, the distinction between replication and construction is more about the source of the outline than the process itself.
The GenAI tool was given 2 input files: a Microsoft Word document with a high-level model outline and a Microsoft Excel spreadsheet populated with relevant input parameters. Estima Scientific created both documents using information from the published economic analysis report in the NG215 guideline. This reflects a common situation in HEE modelling. An economist may conceptualise a model in a specification document prior to construction and will identify some key parameters from previous analyses or systematic reviews.
The GenAI tool included a modelling package built in the R programming language, designed to be compatible with GenAI workflows. The prompting mechanism involved a series of instructions delivered through Python automation to instruct the LLM to incrementally build, run and then sense-check small parts of the model code. The AI-generated content was automatically adapted to the relevant format using Python.
Figure 1 GenAI pipeline methodology and key aspects considered in this study
[image: The inputs are the model outline in Microsoft Word and the evailable data in Microsoft Excel. These produce GenAI-powered automation. The GenAI-powered automation includes the paramaters of LLM following guardrails, building model piece by piece. Some elements use pre-defined code. Also, the agent can execute code, see syntax errors, and perform sense checks]
The GenAI tool was tested with 3 different underlying LLMs for this use case: Claude Sonnet 3.7, Claude Sonnet 3.5, and GPT‑4o.
Outputs were generated in the form of:
an R-model script (the replicated model being produced in R), and
a technical report in a Microsoft Word document outlining modelling methods, results and interpretation.
To validate the GenAI tool 5 validation principles were followed:
using established methods: the development pipeline was built using recognised best-practice approaches
blind first-run testing: initial tests were done without prior tuning to reduce the risk of overfitting
performance tracking: data was collected on both accuracy and time taken to assess efficiency and reliability
transparency: inputs and outputs were clearly documented to support reproducibility and understanding
generalisability checks: the tool was tested across multiple examples to ensure it could perform well beyond the initial use case.
Accuracy metrics were collected relating to the:
total number of errors in the R script (determined by a human-led line-by-line QA check)
accuracy of cost-effectiveness conclusions, and
absolute percentage deviations of total costs and QALYs.
[bookmark: _Toc208215356]Results
The GenAI tool reproduced the original Excel-based NG215 model with consistent cost-effectiveness conclusions. Although, total costs and QALYs deviated by 23% when the tool was backed by Claude Sonnet 3.5 and 37% when the tool was backed by Claude Sonnet 3.7. Three errors were identified in the 1,500 lines of the reproduced R code, which was generated by converting Excel inputs into a script-based format. The total run time for the tool when backed by Claude Sonnet 3.7 ranged from 9 to 24 minutes across all tested models, with 24 minutes for NICE NG215. But GPT4‑o was unable to support the pipeline, resulting in a failure to run the model.
Estima also tested construction of 3 simpler existing models as preliminary testing, prior to constructing the NG215 model. In these tests absolute percentage deviations from total costs and QALYs were lower than the NG215 construction, with Claude Sonnet 3.7 having the lowest deviations. GPT‑4o failed to run all but 1 of these models. These models were not NICE-related and were selected by Estima for internal testing. Including 4 models of varying complexity enabled insights into how the system performed on more complex and less complex models.
[bookmark: _Toc208215357]Discussion
Results from this exercise show that the current generation of LLMs is reasonably effective at developing R code for economic models based on pre-written specifications and Microsoft Excel input files. Older LLMs, such as GPT‑4o, may be less capable of doing so. Although the NG215 model was originally Excel-based, the GenAI pipeline converted the spreadsheet inputs into R format for replication. This reflects a common challenge in GenAI modelling: LLMs are inherently better suited to script-based models because of their text-based architecture, whereas Excel models need translation between structured spreadsheet content and interpretable text. Estima Scientific is actively working to address this by developing methods to (1) translate spreadsheet content into LLM-readable text, and (2) generate well-formatted Excel models from LLM outputs.
Absolute percentage deviations in total costs and QALYs of 23% to 37% are substantial and need careful interpretation. In this particular use case, these deviations did not alter the overall cost-effectiveness conclusions, but in other scenarios such differences could have a material impact. Estima Scientific attributed most of the deviation to differences in assumptions and modelling approaches between the GenAI tool and human developers, rather than coding errors. These assumptions and approaches were clearly reported in the AI-generated technical report and will be explored further in a future scientific publication. To mitigate such risks, line-by-line quality control is strongly recommended, consistent with standards applied to human-built models. Additionally, human-led feedback loops with economist input at key decision points, particularly where pivotal assumptions are made, may help improve accuracy. Importantly, all assumptions should be verified or at least documented, because assumptions that appear minor at first may have a later impact. This would enhance transparency and support reproducibility.
Estima Scientific also highlighted that the GenAI tool was developed in a relatively short timeframe of around 3 months, with additional time allowing for further development and refinement of the pipeline. It also reported that AI-generated models can be developed rapidly, with GenAI inputs prepared in under 30 minutes and with a runtime of around 10 minutes, while maintaining a reasonable level of confidence.
This use case demonstrates the potential for GenAI to physically construct economic model code and describe the resulting model’s methods and results when provided with information from typical human-led model conceptualisation and parameter identification tasks, providing significant time savings. Although the models constructed were based on existing outlines, the process closely mirrors what would be done in a de-novo construction scenario, where a health economist defines the model structure and data inputs from literature or primary research. A fully de-novo construction has not yet been done, but could be a valuable follow up.
Future research could also explore how GenAI might support alternative indirect treatment comparisons using different methods to estimate relative treatment effects, which may be particularly valuable in HTA contexts. The GenAI tool’s performance in this hybrid use case indicates its potential for future model-construction tasks, including those without pre-existing models. It also highlights the need for further refinements in the process to help improve accuracy.
[bookmark: _Toc208215358]Implications for research
All 3 use cases showcase the potential for deploying GenAI tools in their relevant stages of the economic evaluation process. But it is worth noting that conclusions drawn are currently applicable to economic models with a structure similar to that used in the use case. Interpretations may also be specific to disease area and modelling software. Further research will be needed to explore applicability to economic model structures of various degrees of complexity, in different disease areas, and using other economic modelling software.


	
	
	




[bookmark: _Toc208215359][bookmark: BPPrinciples]Best practice principles
A set of early best practice principles (see table 1 in appendix B) has been developed by triangulating findings from the systematic literature review, collaborator use-case testing and stakeholder input via the workshop series. (See Appendix A, which summarises the perspectives of health economists, data scientists and other HTA stakeholders at 3 focused workshops held between March and July 2025.)
For health economic modelling using GenAI, the following overarching advice from the NICE position statement applies:
GenAI methods should only be used where there is demonstrable value from doing so (1)
the submitting organisation remains fully accountable for the content of any evidence submission (8)
submitting organisations and HTA bodies using GenAI are responsible for ensuring compliance with all applicable legislation, including data protection, copyright and licensing agreements (9)
when available, consider using tools to support the explainability of AI methods and increase transparency of their application (10)
AI methods should augment human involvement, not replace it (46).
These overarching principles provide the foundation for the more detailed best-practice guidance specific to GenAI in economic modelling in figure 1. These principles are primarily intended for organisations using GenAI tools in HTA submissions and evaluations. But selected principles may also inform the development of GenAI tools, particularly when submitting organisations are involved in tool development.


	Purpose, scope and responsibilities
1. Assess GenAI use against the opportunity cost of alternative approaches in health economic modelling
2. Use GenAI where it adds demonstrable value and simplifies or enhances modelling tasks
3. Maintain clear accountability for all GenAI-assisted content
4. Include human oversight at critical stages of the economic evaluation process
Transparency, reproducibility and explainability
5. Use clear documentation and plain language to make GenAI outputs understandable
6. Ensure GenAI-assisted analyses are reproducible and auditable where possible
7. Use only validated, transparent and ethically sourced data for GenAI training and input
Technical standards and operability
8. Apply rigorous validation and QA to all GenAI outputs
9. Develop and implement safeguards to protect data privacy and security
10. Evaluate GenAI tools for compatibility with existing systems and workflows
Ethics, bias and regulatory compliance
11. Follow ethical and legal standards, including intellectual property and data protection laws
12. Assess and mitigate bias to ensure fairness and representativeness
13. Comply with all regulatory requirements and maintain transparency in GenAI use
Education, training and stakeholder awareness
14. Provide tailored training for committee members, economists and EAGs on GenAI use
15. Support collaboration between economists and data scientists
16. Communicate GenAI-supported findings clearly to build trust and understanding
General principles
17. Continuously monitor and improve GenAI applications in health economic modelling
18. Engage stakeholders throughout GenAI development and implementation
19. Promote responsible and transparent use of GenAI in line with evolving national and international guidance


 

[bookmark: _Toc208215360]Implications
Insights into the potential value of GenAI methods, along with emerging best practices, will inform NICE's advice to companies on evidence generation and submission. These insights will also support NICE’s technology evaluation teams, committees and EAGs in evaluating submissions.
The early best practice principles presented in this report will be incorporated into the cost-effectiveness evidence section of NICE’s position statement on the use of AI in evidence generation. In future, these could also be incorporated into NICE's health technology evaluations manual and NICE's guidelines manual through a highly focused modular update.
NICE will also play an important role in international efforts to coordinate guidance and standards to improve consistency in GenAI use across partner HTA organisations. This will include active involvement in the International Society for Pharmacoeconomics and Outcomes Research AI strategic initiative, the SUSTAIN-HTA project, and through NICE’s other collaborative partnerships with global HTA agencies.​
Our project and use cases show real and relevant potential for GenAI in a core component of HTA, especially in terms of supporting efficiency gains for model developers and reviewers. How this translates into areas of efficiency gains in NICE’s HTA processes has not yet been determined. For example, it could allow for a faster process or allow submitting organisations and EAGs to do more in existing timeframes.
But several barriers and challenges must be addressed to realise this potential. These include concerns about accuracy and reliability, data privacy and security, lack of technical expertise, and limited guidance from national bodies. Stakeholders also raised the risk of deskilling, particularly among junior economists, if GenAI tools replace foundational modelling tasks. Transparency and explainability are major challenges, with GenAI often functioning as a 'black box'. This highlights the need for structured documentation and human oversight to gain trust and enable reproducibility.
This remains a dynamic and evolving area with much still to explore, both in HEE and other aspects of HTA. We will seek to build on these findings in the next phase of the HTA Lab’s work on the ‘future of HTA with AI’ project, which has a broader focus but offers many transferable learnings from this project.
A valuable next step would be a project focusing on implementation into NICE’s processes, through an AI-permitted ‘mock’ appraisal shadowing a standard appraisal, or in the development of an internally developed model. This could be either:
an AI-assisted evidence submission followed by a human-led standard EAG critique
a human-led standard submission followed by an AI-assisted EAG critique, or
pilot employment of GenAI in the development of a NICE internally developed model.
[bookmark: _Toc208215361]Conclusion
In the emerging and rapidly developing field of GenAI in HEE, this project has established the current evidence landscape. It has revealed the potential value across multiple use cases. These have been supported by stakeholder engagement and collaborative testing with specialist industry partners. To build confidence in GenAI applications, there is a clear need for structured replication and validation studies that evaluate consistency, accuracy and reproducibility across diverse model types and disease areas. Comparative performance assessment is also essential to establish reliability. Key barriers and challenges must be addressed through such targeted research, with international collaboration, to build on the early best practice principles set out in this report.
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