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Disclaimer
The contents of HTA Lab reports are based on scientific knowledge that is publicly available and engagement with stakeholders at the time of writing the reports and cannot account for future changes and developments in scientific knowledge or any referenced material from external sources.
Readers should be aware that the specifications outlined in this HTA Lab report are advisory. They reflect the NICE HTA Lab’s proposals for a suitable approach for future economic models developed in this disease area. They do not supersede the methods and processes set out in NICE health technology evaluations: the manual.
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GenAI best practice principles 

For health economic modelling using GenAI, the following overarching advice from the NICE position statement applies:
GenAI methods should only be used where there is demonstrable value from doing so (1)
the submitting organisation remains fully accountable for the content of any evidence submission (8)
submitting organisations and HTA bodies using GenAI are responsible for ensuring compliance with all applicable legislation, including data protection, copyright and licensing agreements (9)
when available, consider using tools to support the explainability of AI methods and increase transparency of their application (10)
AI methods should augment human involvement, not replace it (46).
These overarching principles provide the foundation for the more detailed best-practice guidance specific to GenAI in economic modelling in Table 1. These principles are primarily intended for organisations using GenAI tools in HTA submissions and evaluations. But selected principles may also inform the development of GenAI tools, particularly when submitting organisations are involved in tool development.


Table 1 Best practice principles for the use of GenAI in health economic modelling
	Category
	Subcategory
	Best practice principle

	Purpose, Scope and Responsibilities of GenAI Use
	Scope and purpose: Appropriate Tasks and Boundaries for AI
	1. Assess GenAI use against the opportunity cost of alternative human-led or hybrid approaches in health-economic modelling.
2. Use GenAI where it adds demonstrable value and simplifies or enhances modelling tasks.
GenAI should be assessed against the opportunity cost of alternative approaches. It should only be used when it offers clear added value over existing methods, such as pre-approved templates for generating model structures or reports.
In assessing whether GenAI adds demonstrable value, organisations should consider multiple benefits beyond automation and efficiency. Value may include:
· Decision-making impact: how GenAI outputs improve clarity, speed, or confidence in health technology decisions.
· Stakeholder relevance: the extent to which GenAI enhances understanding or usability for diverse stakeholders, including clinicians, committee members, technology evaluation teams, external assessment groups (EAGs) and patients.
· Model development support: whether GenAI contributes meaningfully to conceptualisation, adaptation, or validation tasks that are otherwise resource-intensive or infeasible.
· Transparency and insight: the ability of GenAI to surface assumptions, highlight uncertainties, or generate alternative scenarios that support economic evaluation.

Specific tasks suitable for GenAI should be defined according to proven use cases to enhance clarity, efficiency and accessibility. GenAI tools should enable new capabilities while simplifying existing tasks wherever possible and introduce complexity only when necessary in a similar reductionist approach to best practice for economic modelling (Caro et al. 2012).
Based on current evidence and stakeholder feedback, GenAI should be prioritised for tasks where early testing demonstrates potential accuracy, efficiency and feasibility. These include but are not limited to:
· Model conceptualisation; GenAI is perceived to support early-stage thinking by generating initial model structures and health states. Stakeholders highlighted its value in providing starting points and stimulating ideas, in conjunction with human planning.
· Model adaptation; early case study evidence shows GenAI can accurately adapt models to new jurisdictions with minimal human intervention. This use case has potential to be highly efficient and scalable, particularly for global models needing localisation. Further exploration through a collaboration between NICE and Value Analytics Labs showed additional evidence to support this use case. But further research is needed to assess its generalisability, particularly across diverse disease areas and modelling approaches.
· Model updating; GenAI has demonstrated high accuracy in structured updates of model parameters. This supports routine maintenance of models and responsiveness to new data.
· Model optimisation; Emerging tools such as GenAI-powered Microsoft Excel plugins show promise in improving model efficiency, identifying formula errors and suggesting refinements. Similar optimisation scope may exist for R‑based models.
· Model validation: To address a research gap in the use of GenAI to validate economic models, this potential application was explored through a collaboration with Value Analytics Labs. Preliminary findings showed that the GenAI tool was able to adjust model parameters based on a predefined model verification checklist and determine whether each criterion was met. These results were then compared to those from a traditional human-led verification process, with the GenAI outputs showing a high degree of alignment.
· Model replication for testing and validating GenAI tools; This is considered a transitory but essential use case to benchmark GenAI performance. It helps validate tools before applying them to more complex modelling tasks and supports transparency and reproducibility.
· Reporting and dissemination; GenAI has been used to generate reports and visualisations tailored to different stakeholder audiences. This improves accessibility and understanding of economic model results, especially for non-technical users.

These applications show strong potential for initial use and should be explored further in focused use cases and research and by submitting organisations, including through engagement with NICE Advice.
Systematic review tasks comprising literature searching, critical appraisal, data extraction and synthesis also show high potential for GenAI support. But caution is warranted because of unresolved copyright and licensing issues and the need for intellectual property protection. Organisations deploying GenAI tools are fully responsible for regulatory compliance, including adherence to copyright law and licensing agreements (see also Ethics, Bias and Regulatory Compliance).
GenAI-assisted complex model construction is currently perceived to have uncertain value. Although the existing evidence base is limited for this application, future research should explore the potential value in deploying AI in model construction based on a model specification.
Current use cases are not exhaustive and should be revisited regularly to reflect evolving GenAI capabilities and evidence. 

	Purpose, Scope and Responsibilities of GenAI Use
	Accountability for GenAI Outputs
	3. Maintain clear accountability for all GenAI-assisted content.
Accountability frameworks should be established to ensure that outputs generated by GenAI are reviewed and validated by human experts with domain knowledge. Mechanisms for tracking and auditing AI-generated outputs should be in place.
The use of GenAI in evidence generation by a submitting organisation does not transfer accountability to the AI tool manufacturer or the HTA organisation. The use of GenAI by an HTA organisation to evaluate an evidence submission does not transfer accountability to the tool manufacturer or absolve the HTA organisation of its responsibility for the final appraisal decision.
Where GenAI is used in evidence generation, the human user in the submitting organisation is accountable for the integrity of the content and should be aware of its limitations, including bias, hallucinations and inaccuracies (European Commission 2025). This aligns with existing expectations for submissions developed using traditional tools where the human user in the submitting organisation is responsible for ensuring correctness and accuracy.

	Purpose, Scope and Responsibilities of GenAI Use
	Role of Human-in-the-loop
	4. Include human oversight at critical stages of the economic evaluation process.
Human oversight should be included at critical stages of the economic evaluation process to validate and interpret AI outputs and to mitigate the risk of errors and biases. This should be clearly reported. The use of visual aids, for example process diagrams, should be used to clearly delineate human and AI tasks and where human oversight is needed, such as in conceptualisation, final decision making and interpretation of results.
A risk-based assessment should determine the level of human oversight needed for a large language model (LLM) over its life cycle which should be commensurate with the model risk and its context of use (US Food and Drug Administration; FDA 2025). Humans in the loop should have expertise relevant to the stage of the process they are involved in. This may not be limited to health-economic expertise and may include other areas including (but not limited to) clinical expertise, epidemiology and data science. 

	Transparency, Reproducibility and Explainability
	Understandability to Stakeholders
	5. Use clear documentation and plain language to make GenAI outputs understandable.
GenAI input data, models and outputs should be accompanied by clear documentation and structured reporting (Bedi et al. 2024, Fleurence et al. 2024) that explains the methodology and assumptions in plain language. Technical terms should be clearly defined and explained according to the level of complexity of the output and the intended audience. The use of process diagrams will further enhance explainability of the reasoning behind outputs.
In early adoption phases, submitting organisations should consider submitting a standard model alongside the GenAI-assisted model to enhance explainability, transparency and credibility. Benchmarking against a gold-standard human approach enables initial validation (Reason et al. 2025). HTA organisations should plan for the additional resource needs accordingly and consider assessing the GenAI-assisted model outside the live HTA process.

	Transparency, Reproducibility and Explainability
	Reproducible Analyses
	6. Ensure GenAI-assisted analyses are reproducible and auditable where possible.
Data sources, model parameters, prompt mechanisms and processing steps should be clearly documented. Audit logs should be used to track changes and updates to models, including data sources that were considered but later omitted. The audit trails should allow HTA organisations to understand how GenAI was used and how its outputs were validated. Additional resource planning should be done to address the impact on workload.
Tools, code and documentation should be made available as open-source to enable HTA organisations to replicate or interrogate results, through secure repositories such as GitHub (White et al. 2024). Where closed-source proprietary tools are used, containerised versions should be made available where feasible to allow transfer between platforms (Government Digital Service 2025) and replication of the modelling pipeline.
ELEVATE‑GenAI reporting standards should be adhered to for documenting model characteristics, reproducibility protocols and generalisability (Fleurence et al. 2024). 
Retrieval-augmented generation (RAG) should be used to enhance transparency and traceability of GenAI outputs by grounding responses in verifiable external sources (Lewis et al. 2020).
To address the randomness and variability resulting from the probabilistic nature of LLMs, strategies such as temperature setting, self-consistency measures, seed setting and using different LLMs should be used (Reason et al. 2025).

	Transparency, Reproducibility and Explainability
	Acceptable Data Sources
	7. Use only validated, transparent and ethically sourced data for GenAI tool training and input.
GenAI tools are only as reliable as the quality, validity and transparency of the data they are trained or prompted on. The accuracy of outputs is heavily dependent on both training data used to develop the model and the input data used during inference.

Where a proprietary or open-source GenAI tool is being adapted for use in health-economic modelling, this should be explicitly reported and any additional training data used should be transparently described.
For GenAI tool use and deployment, input data sources should be based on validated, up-to-date and domain-relevant sources, including peer-reviewed journal articles and published HTA economic model reports. Included sources should be documented.

	Technical Standards and Interoperability
	Validation and Verification for Accuracy
	8. Apply rigorous validation and quality assurance to all GenAI outputs.
Protocols should be established for validating and verifying GenAI outputs. Performance measures and processes to record GenAI outputs should be defined in advance. These should include performance accuracy, human-in-the-loop time, error rate and, where possible, time to rectify errors. Quality assurance and control procedures for code verification should be described, including resolution of any errors or anomalies. Performance accuracy should be measured not only against ideal benchmarks but also in comparison to typical human error rates to provide a more contextualised understanding of the value of GenAI.
As part of quality assurance, GenAI outputs should be assessed for potential bias, including algorithmic, technical and data-related biases. Validation should also include checks for hallucinations, prompt-induced bias and skewed outputs, with corrective actions documented where necessary. (See principle 12 for bias types, mitigation techniques and fairness metrics). International established guidance (FDA 2025, Fleurence et al. 2024) should be followed in assessing risk and credibility for GenAI tools. This could include a risk-based credibility framework (FDA 2025).
Task-level validation should be applied to individual GenAI-assisted tasks, using accuracy checks against known benchmarks, HTA expert review of intermediate outputs and version control and traceability to track which model version and prompt generated each output.
Task decomposition should be used to simplify complex questions into smaller, manageable parts to improve accuracy and reliability (Reason et al. 2025).

	Technical Standards and Interoperability
	Data Security and Privacy
	9. Develop and implement safeguards to protect data privacy and security.
Technical safeguards should be implemented to protect data privacy and security, including encryption, access controls and compliance with relevant regulations (Fleurence et al. 2025) including the European Union General Data Protection Regulation (GDPR) and the United States Health Insurance Portability and Accountability Act (HIPAA; see also Regulatory compliance). 

Measures to mitigate privacy and security risks should be in place before deployment. Examples include local hosting, secure application programming interface (API) use, or cloud-hosted open-source models, depending on financial and technical resource availability (Reason et al. 2025).

	Technical Standards and Interoperability
	Interoperability with Existing Tools and Datasets
	10. Evaluate GenAI tools for compatibility with existing systems and workflows.
Submitting organisations, HTA organisations and EAGs should evaluate their technical infrastructure and resource needs to determine the practical feasibility of deploying AI tools. GenAI models should be compatible with existing software and platforms to enable seamless integration and data exchange. At present, most health-economic modelling is done in Microsoft Excel, because of its accessibility and familiarity across global HTA bodies. So, compatibility with Excel-based workflows is a key consideration when assessing GenAI tools for deployment.
Risks of inaccuracy, subjectivity and feasibility should be assessed to inform whether the GenAI tool is fit for purpose for the task. If it is unsuitable, a human-led approach or outsourcing the task to a more reliable external system should be considered.
For committee workflows, the potential to integrate GenAI into live committee meetings should be explored to accelerate decision making.

	[bookmark: Ethics]Ethics, Bias and Regulatory Compliance
	Ethical Guidelines (see also Regulatory Compliance)
	11. Follow ethical and legal standards, including intellectual property and data protection laws.
Ethical guidelines governing the use of GenAI in HTA should be followed to address issues such as informed consent, data privacy and the potential impact on stakeholders (Organisation for Economic Co-operation and Development, OECD 2024). Measures should be taken to safeguard intellectual property and copyright, ensuring trust and integrity in GenAI research (Fleurence et al. 2025). Each application of AI should be carefully assessed to determine the level of ethical scrutiny and transparency needed (Reason et al. 2025).
Responsibility for ensuring ethical and legal compliance lies with the organisation deploying the GenAI tool. Each organisation using GenAI must ensure that its deployment aligns with applicable regulations and ethical standards, regardless of whether the tool was developed in-house or externally sourced.

	Ethics, Bias and Regulatory Compliance
	Assessing Data Bias and Representativeness
	[bookmark: Principle12]12. Assess and mitigate bias to ensure fairness and representativeness.
Procedures should be implemented to assess and mitigate biases in data and models to ensure representativeness and fairness in economic modelling. The limitations of GenAI models can impact both their responses and usability (European Commission 2025). Users should be aware of the most common sources of bias, including hallucinations and algorithmic and technical bias.

Algorithmic and technical bias can be influenced by bias in training data. This can lead to skewed responses and prompt biases, with models aligning their answers with the perceived beliefs or preferences of the user. This phenomenon is known as sycophantic behaviour (European Commission 2025). Organisations should evaluate the source and composition of training data where possible, including whether it reflects diverse populations and relevant domains. If visibility into foundational model training is limited, this limitation should be acknowledged and considered in risk assessments.
Techniques to mitigate the risk of bias and misinformation should be adopted, such as reinforcement learning from human feedback, pre-emptive testing and benchmarking. Additionally, RAG and improving the instructions used in prompts provided to models (prompt engineering) can reduce hallucinations and bias (Fleurence et al. 2025, Reason et al. 2025).
When bias is identified, corrective actions should be taken, such as refining prompts, adjusting model parameters or excluding problematic data sources. These actions should be documented transparently.

The seriousness of each type of bias should be assessed in relation to the context in which the GenAI tool is applied. For example, biases in population-level modelling may have broader implications for fairness and equity.
Fairness should be monitored by a human-in-the-loop approach to checking for bias in outputs related to gender, age, ethnicity, or other demographics (Fleurence et al. 2024). If appropriate, fairness metrics such as demographic parity (Huang et al. 2024, Yang et al. 2024, Xu et al. 2022) should be used and corrective actions should be documented if biases are identified.

When considering these biases and limitations, submitting organisations and HTA organisations should clearly report the GenAI-assisted tasks and those where human-in-the-loop was used.

	Ethics, Bias and Regulatory Compliance
	[bookmark: Regulatory]Regulatory Compliance
	13. Comply with all regulatory requirements and maintain transparency in GenAI use.
Mechanisms should be used to ensure compliance with relevant regulations, such as GDPR and HIPAA and establish reporting mechanisms to HTA organisations regarding the use of GenAI. Regulatory compliance should be assessed by additional quality assurance (QA) checks within the HTA organisation or by an independent oversight body, depending on the governance structure. These should include audits of GenAI outputs, validation of data handling practices and review of model documentation.
To support compliance, technical methods such as sandboxing (isolated testing environments), on-premise deployment (to maintain data control) and access logging (to record and monitor user interactions with GenAI) should be considered. These approaches help ensure that sensitive data is protected, model behaviour is monitored and transparency is maintained throughout the GenAI lifecycle.
Privacy measures should be applied when using sensitive data, such as in fine-tuning the LLM, to ensure compliance with ethical and regulatory standards (for example, de-identifying patient-level data; Fleurence et al. 2024). 
If the LLM incorporates licensed or proprietary data, measures should be taken to protect intellectual property, adhere to copyright law and ensure secure data handling.
As GenAI tools mature and undergo broader validation, the level of scrutiny applied to their use may evolve. HTA organisations should define clear criteria for when and how scrutiny levels can be adjusted, to avoid compromising rigour or accountability. 

	Education, Training and Stakeholder Awareness
	Training for Economists and Peer Reviewers
	14. Provide tailored training for committee members, economists and EAGs on GenAI use.
Researchers and economists should continuously learn how to use generative AI tools properly to maximise their benefits, including by undertaking appropriate training (European Commission 2025).
Training programmes should be tailored to equip committee members, EAGs, economists and peer reviewers with the skills needed to effectively and appropriately use and evaluate GenAI tools (Zemplenyi et al. 2023) and interpret their outputs. Establishing clear distinctions between end-user, power-user and developer training needs should inform the extent and content of training.

	Education, Training and Stakeholder Awareness
	Collaboration with Data Scientists
	15. Support collaboration between economists and data scientists.
HTA organisations and other organisations involved in the economic evaluation process should include or have access to data science expertise with technical familiarity with GenAI. Economists and data scientists should collaborate to develop interdisciplinary expertise in GenAI applications and have a basic understanding of GenAI, in addition to being familiar with each other’s skillsets to help foster effective communication.

	Education, Training and Stakeholder Awareness
	Communicating Methods and Findings
	16. Communicate GenAI-supported findings clearly to build trust and understanding.
To build trust and acceptance, GenAI-supported methods and findings should be communicated to stakeholders in non-technical plain language, addressing potential concerns and highlighting benefits.
To support stakeholder understanding, GenAI-supported findings should be prioritised and summarised clearly. Outputs should focus on the most relevant insights for decision making, avoiding unnecessary technical detail unless requested.
Where large volumes of content are generated, organisations should consider using structured summaries, visual aids or layered reporting formats to present information in a digestible and accessible way for diverse audiences.
Best practice should be shared between international HTA organisations to support knowledge transfer (Zemplenyi et al. 2023). Virtual platforms such as the Decide Health Decision Hub (World Health Organization 2021) could be used to support this.

	Other/General Principles
	Continuous Improvement
	17. Continuously monitor and improve GenAI applications in health-economic modelling.
Mechanisms should be established for continuous monitoring and improvement of GenAI applications in health-economic modelling. Mechanisms should incorporate feedback from stakeholders and advancements in technology.

	Other/General Principles
	Stakeholder Engagement
	18. Engage stakeholders throughout GenAI development and implementation.
Stakeholder engagement should be embedded throughout the GenAI tool development and implementation process to ensure their needs and concerns are addressed.

	Other/General Principles
	Responsible use
	19. Promote responsible and transparent use of GenAI in line with evolving national and international guidance.
HTA organisations should follow established guidance for responsible use of GenAI, such as the European Commission living guidelines (European Commission 2025) and the NICE position statement (NICE 2024a), to continuously develop and promote a culture of using GenAI appropriately and effectively. 






Glossary of AI and health-economic terms 
· Model adaptation: modifying the model for different jurisdictions, settings, populations and treatment pathways.
· Algorithmic bias: AI systems can have bias embedded in them, which can manifest through various pathways including biased training datasets or biased decisions made by humans in the design of the algorithm.
· Application Program Interface (API): a set of rules and protocols that allows different software applications to communicate with each other. It specifies how different components of software should interact with one another.
· Chain-of-thought prompting: a technique whereby the model is guided to reason through a problem step-by-step in its response, by breaking down complex tasks into simpler parts to improve accuracy. 
· Model conceptualisation: designing the model structure including type of model, health states to be included and transitions between health states (where applicable) ensuring​ comprehensive coverage of relevant factors and scenarios.
· Model construction: creating the structure and framework of the health-economic model, including defining the model's components, such as states, transitions and time horizons and implementing the model using appropriate software and algorithms.
· Containerisation: containerisation in AI development refers to the practice of encapsulating AI applications, along with their dependencies, libraries and runtime environments, into isolated units called containers.
· Demographic parity: demographic parity refers to achieving equal representation or proportional representation of different demographic groups in a particular context, such as employment or education. It aims to ensure that people from various backgrounds have fair and equitable opportunities.
· Deep Learning: a subset of machine learning algorithms that uses multilayered neural networks, called deep neural networks. Those algorithms are the core behind most advanced AI models. 
· Few-Shot Learning: a method whereby a model is given a few examples in the prompt to guide its response, using its pretrained knowledge to produce accurate outputs with minimal data. 
· Foundation model: a large-scale pretrained model that serves a variety of purposes. These models are trained on broad data at scale and can adapt to a wide range of tasks and domains with further fine-tuning. 
· Generative AI: AI systems capable of generating text, images, or other content based on response to user prompts. It uses machine learning techniques to create new data that has similar characteristics to the data it was trained on.
· Generative Pretrained Transformer (GPT): a specific series of LLMs created by OpenAI based on the Transformer architecture, which is particularly well suited for generating human-like text. 
· Hallucination: LLMs, such as ChatGPT, are unable to identify if the phrases they generate make sense or are accurate. This can sometimes lead to inaccurate results, also known as ‘hallucination’ effects, whereby LLMs generate plausible sounding but inaccurate text. Hallucinations can also result from biases in training datasets or the model’s lack of access to up-to-date information
· Human-in-the-loop: generally refers to the need for human interaction, intervention and judgment to control or change the outcome of a process. It is a practice that is being increasingly emphasised in machine learning and generative AI.
· Incremental cost-effectiveness ratio (ICER): the ICER is the difference in the change in mean costs in the population of interest divided by the difference in the change in mean outcomes in the population of interest.
· Large Language Model: a specific type of foundation model trained on massive text data that can recognise, summarise, translate, predict and generate text and other content based on knowledge gained from massive datasets. 
· Markov modelling: a decision-analytic technique that characterises the prognosis of a group by assigning group members to a fixed number of health states and then modelling transitions among the health states.
· Machine learning (ML): a field of study within AI that focuses on developing algorithms that can learn from data without being explicitly programmed. 
· Model optimisation: adjusting the model parameters, formulae and decision-making criteria to achieve the most efficient and accurate outcomes. This involves refining inputs and improving model structure or assumptions.
· Prompt: the input given to an AI system, consisting of text or parameters that guide the AI to generate text, images or other outputs in response. 
· Prompt engineering: creating and adapting prompts (input) to instruct AI models to generate specific output.
· Model replication: generating a replica of a published model to anable other use cases, including development, adaptation, validation and adaptation.
· Model reporting: providing interpretations, contextualising results and generating reports and visualisations for stakeholders.
· Retrieval-augmented generation (RAG): a method in natural language processing that combines a generative model with a retrieval system to improve response accuracy. The retrieval system finds relevant information, which the generative model uses to produce more contextually accurate and factual outputs.
· Technical bias: arises from technical constraints of considerations, sometimes known as statistical bias. This type of bias gets introduced to AI because of the data scientists’ modelling decisions.
· Self-consistency: an approach that simply asks a model the same prompt multiple times and takes the majority result as the final answer.
· Model updating: updating a model with new data and evidence, ensuring that the models remain current and accurate over time.​
· Model validation: assessing whether the model accurately represents the real-world system it is intended to simulate. Internal validation involves quality assessing the model against prespecified criteria. External validation compares the model's outputs with external data not used in the model's development.

Sources: Fleurence et al. (2025), UK Parliament, NICE Glossary, Wang et al. (2022), Meng et al. (2023), Fiveable Computer Science A Key terms,  Centre for Critical Race Digital studies
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