FAQ - Detailed Explanation of Use Case – Anonymous Geometric Silhouettes Feedback for Redaction Assistant

Use Case: Segmentation Mask Feedback Loop for Redaction Assistant
What is this use case?
This use case helps Axon continually improve the accuracy and user experience of the Redaction Assistant. While the AI is trained to detect privacy-sensitive objects - such as heads, screens, license plates, and ID cards- it can occasionally miss an item or misinterpret a scene.
To fix these edge cases safely, Axon uses privacy-preserving technology that converts the surrounding scene into anonymous geometric silhouettes. By analyzing these blank outlines alongside the correction boxes you draw, our team can understand why the AI made a mistake and update the models to prevent it from happening again - all without ever exposing raw video footage or Personally Identifiable Information (PII).
2.  What are Redaction Assistant masks and user edits?
Redaction Assistant masks are the boxes placed over objects in video that need to be redacted.
Those masks may be generated by the product or created manually by a user. Users can leave an AI-generated mask unchanged, modify it, delete it, or create a new mask themselves. Those actions provide signal about where the model performed well and where it missed, overreached, or drew an imprecise box.
3.  What data will Axon access?
To protect your agency's privacy, Axon never accesses or exports your raw video files or original imagery. Instead, all processing happens securely within your system boundary to convert relevant frames into anonymous data points.
When an edit occurs, only the following anonymized information is sent to Axon for AI model improvement:
· Anonymized structural outlines (geometric silhouettes of the scene, with zero facial features or raw pixels)
· Redacted text descriptions of the scene layout (automatically scrubbed of any personal names or identifying details)
· Redaction box coordinates and box IDs
· The type of action taken (e.g., whether an AI box was accepted, modified, or deleted)
· The general object category, if known (e.g., "monitor screen" or "notebook")

What Axon will not extract as a reporting output:
· Raw video and original imagery: Original video files, raw pixel data, and identifiable background visuals never leave your secure environment.
· Personally Identifiable Information (PII): Actual human faces, visible text, license plate characters, or specific identifying details are completely excluded.
· Sensitive content: Any data or silhouettes from video clips containing minors, graphic violence, or nudity are automatically blocked by automated content gates and are never extracted.

4.  How will Axon use your data?
Axon uses this anonymized data strictly to train, refine, and improve our Redaction Assistant AI models. When the AI misses an object or a user modifies a redaction box, a small, randomized sample of these events is selected for analysis.
Our engineering and research teams study the anonymous structural outlines and redacted text descriptions to understand the spatial context of the edit—for example, identifying if the AI is frequently misinterpreting objects in cluttered environment, or objects at the image boarder. This high-fidelity, "eyes-off" signal allows our team to proactively diagnose technical edge cases and deploy more accurate AI updates without ever exposing your raw video footage or Personally Identifiable Information (PII).
5.  What is the customer benefit?
By enriching the Redaction Assistant training pipeline with privacy-preserving context, this feedback loop provides the insights necessary to drive substantial improvements in both software speed and AI model precision. Agencies experience three primary operational benefits:
· Higher AI Accuracy and Efficiency: Analyzing the spatial context of automated detection gaps allows model training to be highly targeted. Instead of generalized updates, engineering teams can precisely resolve complex real-world edge cases, resulting in a vastly more capable and proactive system.
· Reduced Manual Redaction Time: As automated precision continually improves, the system eliminates recurring errors. This minimizes missed objects and significantly reduces the cumulative hours your staff spends manually drawing, resizing, or adjusting redaction boxes.
· Smart Alignment with Agency Policies: This workflow allows the system to differentiate between an actual AI omission and a deliberate user deletion driven by local law or specific agency policy. This ensures that diverse operational workflows do not inadvertently degrade core model performance.
6.  What Privacy Preserving Technique will be used and is this eyes-off processing?
Axon employs a multi-layered technical pipeline directly within your secure system boundary to ensure that no raw video or personal imagery is ever exposed. To fully protect your data, the system utilizes three core safeguards:
· Silhouette Abstraction: The system completely discards raw video pixels and transforms the visual scene into neutral, blank geometric outlines. This eliminates all facial features and identifying details, creating an environment where individuals cannot be recognized.

· Automated Content Gating: Advanced AI safety filters automatically review and block sensitive clips before any abstracted data is sampled.

· Privacy-Aware Text Scrubbing: High-level text descriptions are automatically run through a strict redaction pipeline. This process permanently detects and strips out personal names or identifying details, replacing them with generic placeholders.
7.  Does this processing preserve the original content, and are temporary copies created?
No, this process does not modify or alter your original video evidence in any way; all original content remains fully preserved in its original state. To generate the anonymous outlines, the system securely analyzes data in the background entirely within your agency's protected boundary. Any temporary technical copies or working files created during this step are automatically and permanently deleted immediately after the anonymized geometric silhouettes are generated.
8. Can I get more information about what Axon is doing and why? 
Yes. Customers can contact the ACEIP or Privacy point of contact identified through the program for additional information about the purpose of the use case, the data involved, and the privacy-preserving controls that apply. 
9. Am I able to withdraw my agency from this use case and from ACEIP altogether? What will you do with my data if I withdraw after the fact? 
If a customer withdraws from ACEIP or this use case, Axon would stop using that customer’s data for the use case going forward, subject to the program’s applicable withdrawal and retention processes. Original customer content would remain governed by the customer’s product and service relationship, while extracted or derived use-case data would be handled in accordance with ACEIP withdrawal, deletion, and retention rules then in effect.
