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System designers need endlessly higher performance, lower power, and 
access to data. ZeroPoint’s lossless compression technology attempts to 
improve all three, raising effective DRAM bandwidth; by requiring fewer 
memory accesses, performance rises and system power drops. 

Available for licensing now, the Swedish startup’s Ziptilion-BW compression 
intellectual property (IP) employs a collection of entropy-based compression 
algorithms to shrink cache lines when writing back to memory; the best 
algorithm depends on the data pattern. Memory reads retrieve multiple 
compressed cache lines; requests with high locality allow a single read to 
satisfy what would otherwise require multiple reads. 

Storage compression algorithms are well known, but they work best on large 
data blocks. Compressing main-memory data requires efficiency at the cache-
line scale along with low latency to maintain computing performance. 
Techniques that meet those needs with greater than a 10% bandwidth 
improvement are scarce. 

ZeroPoint’s technology originated from research at Chalmers University of 
Technology in Gothenburg, Sweden. Cofounder and Chief Science Officer Per 
Stenström remains a professor there; cofounder and co-researcher Angelos 
Arelakis is the CTO. CEO Klas Moreau has been CEO or board member for a 
few small Swedish tech companies. Since its 2017 founding, the company has 
received cash infusions totaling roughly $7.5 million. Earlier investments 
came from Chalmers Ventures, the school’s investment arm. The company 
has one lead customer with a smartphone SoC nearing tapeout. 

Silicon area starts at 0.4mm2 per instance in a 5nm process, requiring one 
instance per DRAM channel. Simulated benchmark results show compaction 
ratios as high as 4.0, including stored metadata. Memory bandwidth can more 
than double, and effective performance as measured by instructions per clock 
(IPC) can increase by more than 50%—but averages 5%. Gains depend 
strongly on the application, suggesting data patterns will be important for 
deciding whether to include compression. 
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Making Small Data Blocks Smaller 
Historically, compression has focused on efficiently storing large quantities of 
data. Such data may take longer to compress and decompress, but the 
storage media are nonvolatile, and expectations are that data may be read 
back long after it’s written. Various caching strategies typically reduce the 
apparently read latency. 

DRAM data has different compression requirements. The most common 
situation involves compressing and storing a dirty cache line evicted from the 
LLC. Although the write operation may tolerate latency, the read operation 
must be fast enough that a read involving decompression takes only a little 
longer than one involving uncompressed data. 

Lempel-Ziv (LZ) data compression is the basis of several common lossless 
compression algorithms that are block oriented. Although it can work on 
smaller data units, latency makes it inefficient; the typical block size is 4KB, 
far larger than a cache line. 

Another challenge is the packing of compressed data, particularly for 
algorithms that produce variable-length compressed forms. Because systems 
normally write and read memory at cache-line and DRAM-block granularity, 
compaction at that level is necessary to allow flexibility for modified data, 
which may expand from its unmodified size. Managing that process is difficult. 

Other notable examples of low-latency compression at this level include base-
delta immediate (BDI) and pattern-based compression (PBC). Their effect, 
however, is at most a 10% bandwidth increase—a level ZeroPoint says that 
Ziptilion far exceeds. But the initial BDI paper claims a 10% IPC boost, higher 
than Ziptilion’s average. Despite this greater performance, no commercial 
processors have implemented BDI. 

A Transparent Compressor 
The Ziptilion IP block comprises a write buffer for outgoing data, a 
compressor, a decompressor, a prefetch buffer, and an address translator, as 
Figure 1 shows. The write buffer holds uncompressed data awaiting writeback. 
It behaves more like a cache than a buffer, implementing a custom 
replacement policy. When reading, the IP block decompresses the retrieved 
data and places it in the prefetch buffer. The buffer size is flexible at design 
time; 128KB is typical. 

Because of the compression, a DRAM block that usually holds one cache line 
now contains multiple cache lines. By holding them in the prefetch buffer, 
future requests for those lines can locate them in the buffer, making a further 
read unnecessary. The overall bandwidth increase results less from the 
smaller data size and more from the reduced need for DRAM reads. 

Because the system sees only uncompressed data and a block interface that 
looks like the memory controller, it’s unaware that the data in memory is 
compressed. Likewise, on the memory-controller side, the compression is 
transparent to the controller, which has no syntactic awareness of the data 
structure. This approach enables a processor designer to add Ziptilion without 
changing the rest of the RTL.  

Metadata for the compressed blocks is aggregated and held in DRAM 
separately from the data. By so doing, metadata fetches retrieve multiple 
sectors at once, making multiple metadata reads unnecessary. The address 
translator holds recently used metadata in a cache-like structure. It acquires 
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aggregated metadata blocks either by fetching them from memory on a read 
request for data whose metadata it doesn’t hold, or by receiving new data 
from the compressor block. It can hold up to 8K metadata entries; once full, 
it evicts an entry and writes it back to DRAM if the data is modified. The 
translator maps the original uncompressed physical address into a new 
physical address for the compressed version. 

 
Figure 1. Ziptilion IP block. When residing before the memory controller, the system-side interface 
mimics the memory-controller interface, hiding the block from the system. The output communicates with 
the memory controller, which is also unaware of the block. 

Ziptilion clocks at the same rate as the memory controller. The decompressor-
pipeline latency is about 2.5ns, depending on the algorithm and clock speed. 
For slower speeds, each stage executes in one clock cycle; for faster speeds, 
two cycles. At 2GHz, Ziptilion typically fills in five cycles; each new decom-
pressed data block emerges every two cycles (1ns) afterward. Although write 
latency isn’t critical as read latency, compression timing is similar. 

Flexible, Dynamic Compression 
Writing begins with new data populating the write buffer using 64-byte 
entries. An entry may originate from the cache or from another data source. 
When the buffer is full, compression begins entry by entry, as Figure 2 shows. 
For each entry, if the compressed data and metadata together exceed 64 
bytes, or if the data has poor locality, the buffer cancels the compression and 
stores the data unaltered. Once compressed into a “compressed block,” it 
generates metadata that includes information such as whether the block is 
compressed and how long it is. 

A “sector” contains a fixed number of compressed blocks. That number is 
typically four, but it doesn’t have to be; the chip developer determines it at 
design time. After reading and modifying a compressed block, if the 
compression of the modified version expands enough that it no longer fits in 
the original sector, the compressor may allocate an additional sector in an 
available DRAM fragment, noting that placement in the address translator. 

When a sector fills for writeback, it does so one compressed block at a time. 
The write buffer prioritizes full sectors for eviction. If the buffer must evict a 
sector without all its compressed blocks and the memory doesn’t support 
masked writes, the compressor may reload the missing blocks so the sector 
can be recompressed and compacted for writeback. 
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Figure 2. Write and read processes. The write process occurs when the write buffer 
evicts a sector. Data that exceeds a sector’s size or whose pattern is excessively random 
remains uncompressed. A background process monitors data to determine whether a 
different algorithm is appropriate. When reading, the system first checks both the 
prefetch and write buffers to avoid reloading data it already has, saving time and energy. 

 
Figure 3. Data transformation during compression. The write buffer holds 
uncompressed data that’s compressed into a block. A sector holds a few blocks 
(typically four); the compressor aggregates metadata (MD) independently for storage 
in a separate DRAM region. 
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The metadata goes to the address translator to keep it current; the translator 
writes the aggregated data back to memory when it evicts that data. Data 
thus moves from cache line to compressed block to sector to DRAM, as  
Figure 3 shows. Variations are possible; the IP offers many design options. 

Retraining the Algorithm 
The default algorithm is selectable on the basis of typical-data analysis at 
design time. But during operation, ongoing monitoring can detect the need to 
switch algorithms, doing so in real time. This retraining occurs when the 
monitored compression ratio falls below a set threshold. If a previously 
compressed block is read and modified, the compressor employs the new 
algorithm when writing it back. Likewise, if an initial decision not to compress 
some data turns out to be suboptimal, the IP block can, after a read, compress 
that data before writing back. 

Software performs the training analysis, assisted by hardware, updating the 
coding dictionaries. This process happens infrequently, according to 
ZeroPoint. The metadata contains an indicator of the algorithm used. Once 
changed, old and new dictionaries remain resident so decompression and 
compression can access different algorithms without having to reload a 
dictionary. Access to the dictionary is a potential security threat; the company 
is investigating enhanced security, including hardware-calculated checksums 
for dictionary integrity. 

Reading Uses Metadata 
The process of reading and decompressing data is simpler than writing and 
compressing, as Figure 2 also shows. The IP first checks the prefetch and 
write buffers to see whether they contain the requested data owing to a recent 
read or write. If so, returning the data requires no further memory read.  

If that data is unavailable, the address translator calculates the compressed 
physical address on the basis of the requested memory address, retrieving 
the associated metadata first if it’s not already resident. It reads the 
corresponding data block, which, thanks to the compression, contains the 
requested data and other nearby data. It decompresses the entire block and 
places all the cache lines in the prefetch buffer. From there, it finds the 
requested data and returns it. 

Compressor Before or After Cache 
ZeroPoint provides flexibility on where Ziptilion resides. The most 
straightforward implementation, as described above, places the block before 
the memory controller. Writes to memory from any source (cache, DMA, etc.) 
go through the compressor. 

Customers that work with ZeroPoint can achieve additional efficiencies by 
merging elements of the IP with the memory controller. Certain processes and 
SRAM blocks appear in both, and combining them to eliminate redundancy is 
possible. Such a design process is more complex than simply instantiating the 
IP. 

Ziptilion can also sit on the other side of the LLC, as Figure 4 shows. The 
major difference is that the LLC would hold compressed data, and the tags 
require modification so cache lines hit or miss on the basis of their compressed 
value. Writebacks from the cache then proceed as normal; the system is 
unaware that the data is now compressed. One downside to this placement is 
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that the decompression latency affects LLC access. In high-end CPUs, that 
access time can be 10ns; 2.5ns is then a large adder. 

 
Figure 4. Ziptilion location. The block can sit between the LLC and the memory controller or 
before the LLC. 

The main challenge with this approach is that only writes originating in the 
cache are compressed; loads through a DMA that didn’t pass through the 
cache would be uncompressed. If the DMA data requires compression, simply 
adding a compressor to the DMA block still wouldn’t work, since each 
compressor would record only the addresses it wrote. ZeroPoint has ways to 
handle this situation, but they involve more silicon area than simply locating 
the block before the memory controller. 

The company also plans an IP version for systems employing remote memory 
over CXL. That standard allows three uses: memory expansion, where a 
processor takes exclusive ownership of a whole memory card; pooling, where 
a system can take exclusive ownership of part of a memory card; and sharing, 
where multiple systems can access the same memory region (see MPR Sep 
2022, “CXL 3.0 Opens New Use Cases”). For expansion and pooling, Ziptilion 
requires no substantial change. Memory sharing will be harder, though, owing 
to multiple owners that must agree on where compressed data resides and 
which compression algorithm to employ.  

Benchmarks Suggest It Works 
During the read and write processes, decisions happen in real time, raising 
the question of whether they bog down operation. In addition, the variable 
compression ratios and the need for metadata raise the question of the net 
compression available. The process complexity and dependencies make it 
difficult to calculate effective compression ratios, bandwidth increases, and 
IPC. Benchmark results instead measure the net effect of computing with 
compression relative to computing without it. 

ZeroPoint simulated four benchmark suites: SPECint2017, SPECfp2017, a 
series of database queries, and three high-performance-computing (HPC) 
applications (Smurff, Nemo, and HPCG). The results show effects varying 
widely among subtests, as Figure 5 shows. This figure summarizes the data 
using the geometric mean of all the applications in each suite (green), with 
blue bars showing the full range. 

Compression ratios varied from just above one to over four. Database queries 
benefited the most. Bandwidth rose by 25–50% on average, with some 

https://library.techinsights.com/processor/pdf-viewer/c9111d9990b6496dbc56e9f365cd143b#subscription=Microprocessor%20Report&report=CXL%203.0%20Opens%20New%20Use%20Cases
https://library.techinsights.com/processor/pdf-viewer/c9111d9990b6496dbc56e9f365cd143b#subscription=Microprocessor%20Report&report=CXL%203.0%20Opens%20New%20Use%20Cases


ZeroPoint Aims to Raise DRAM Bandwidth  7 

 
Copyright © 2022 TechInsights, Inc. Microprocessor Report 

 

applications more than doubling it. IPC achieved a nominal average 
improvement. 

 
Figure 5. Ziptilion-BW benchmark results. The green bars represent the geometric mean of 
applications in the respective suites; the blue bars indicate the range of results from a suite. 
The red portions show that some applications experienced a bandwidth or IPC reduction. (Data 
source: ZeroPoint) 

Of the three metrics, IPC reflects the full impact on an application; the 
compression ratio and bandwidth are but components. For both SPECint and 
SPECfp, average IPC increased by 5% and database queries by 6%. HPC 
applications did better, speeding up by 12%. But the range for the first three 
suites is high, from 0% (or even negative) to 25% for integer and almost 60% 
for floating point. This distribution reflects the data-pattern sensitivity to 
compression; applications with more locality in read requests fare better. 
Although the bandwidth increases are in the 30% range—better than BDI—
Ziptilion performs, on average, similarly to BDI when judging by IPC. 

For certain applications, bandwidth and/or IPC decreased, as the red blocks 
on the error bars indicate. This outcome reflects applications with little 
locality—that is, random accesses according to ZeroPoint. The company 
includes a random-access monitor that stops compression when it detects this 
data pattern. 

Given such a feature, the benchmarks should yield none of the negative 
results. The company explained, however, that when running them, it 
configured the IP to implement this compression shutoff in a manner that 
allowed an occasional compression so it could observe the decision overhead. 

Taking Compression to Memory 
ZeroPoint has taken data compression, which typically involves nonvolatile 
storage, to local DRAM, dealing with data granularity on the order of a cache 
line. Unlike storage, the memory environment is highly dynamic—reading, 
modifying, and writing small data units from memory locations in accordance 
with the application. 
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In this context, the Ziptilion-BW IP block must perform relatively complex 
processes that involve numerous real-time decisions to enable low-latency 
compression of widely ranging data patterns. Accessing new data, especially 
with poor locality, involves two reads: one for the metadata followed by one 
for the actual data. The multiple retrieved cache lines must repay the cost of 
these reads, as well as the decompression, when the application requires 
them. The main contributor to any bandwidth gain is this read savings. 
Without it, memory-access latency increases owing to the 20-cycle 
decompression latency and the additional reads.  

On average, simulated overall performance rises nominally, in the 5–10% 
range. Although it’s an improvement, not all applications benefit to that 
extent; studying an application’s expected data patterns is important for 
deciding whether to use compression. Even where performance increases a 
little, it’s a complex IP block to add and verify for a small gain. Power savings 
would be an additional deciding factor for power-constrained systems. Silicon 
measurements are necessary for confirming these results. Even so, given 
BDI’s lack of traction, these numbers are no guarantee of uptake by 
designers. 

Given the need for higher performance, lower power, and access to more 
data, Ziptilion delivers satisfactory performance on average—and strong 
performance for the right applications. It should cut power to some extent, 
although processors, not memory, dominate power in the data center. And 
the compression ratio drives the amount by which the cache and memory look 
larger—another application-dependent characteristic. Silicon results and 
ongoing evaluations should help identify those applications for which this 
compression will provide a sizable benefit. In those cases, it’s yet another tool 
for squeezing more computing out of a system. ♦ 

 

 

 

Price and Availability 
The Ziptilion-BW IP is available for licensing now. ZeroPoint withheld pricing. For 
more information, access the company’s website. 
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